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ABSTRACT 

Image Paragraph Captioning is a phenomenon that describes an image in the form 

of text. It is mainly used in applications where one needs information from any 

particular image in a textual format automatically. This project overcomes 

limitations by generating entire paragraphs for describing pictures, which can tell 

detailed, unified stories. It develops a model that decomposes both images and 

paragraphs into their constituent elements, sleuthing linguistics regions in images 

with the help of LSTM model and NLP technique. It also presents the 

implementation of LSTM Method with additional features for a good 

performance. Gated Recurrent Unit (GRU) Method and LSTM Method are 

evaluated in this paper. According to the evaluation using BLEU Metrics LSTM 

is identified as the best method with 80% efficiency. This approach improves on 

the best results on the Visual Genome paragraph captioning dataset. 
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                             CHAPTER 1 INTRODUCTION 

1.1 Introduction 

Image captioning aims to describe the objects, actions, and details present in an image using 

natural language. Most image captioning research has focused on single-sentence captions, but 

the descriptive capacity of this form is limited; a single sentence can only describe in detail a 

small aspect of an image. Recent work has argued instead for image paragraph captioning with 

the aim of generating a (usually 5-8 sentence) paragraph describing an image. Compared with 

single-sentence captioning , paragraph captioning is a relatively new task. The main paragraph 

captioning dataset is the Visual Genome corpus, introduced by Krause et al.(2016). When strong 

single-sentence captioning models are trained on this dataset, they produce repetitive paragraphs 

that are unable to describe diverse aspects of images. The generated paragraphs repeat a slight 

variant of the same sentence multiple times, even when beam search is used. 

     Likewise,different methods are used for paragraph generation, they are:Long-Term Recurrent 

Convolutional Network: The        input can be an image or sequence of images from a video 

frame.The input is given to CNN which recognizes  the activities in the image and a vector 

representation is formed and given to the LSTM model where a word is generated and a caption is 

obtained[4].Visual Paragraph Generation: This method implies to give a coherent and detailed 

generation of paragraph . Few semantic regions are detected in an image using attention model and 

sentences are generated one after the other and a paragraph is generated[14].RNN: A recurrent neural 

network is a neural network that is specialized for processing a sequence of data with time stamp 

index t from 1 to t.For tasks that involve sequential inputs ,such as speech and language,it is often 

better to use RNNs,In a NLP problem if you want to predict the next word in a sentence it is 

important to know the words before it[6]. 

   GRU:The gated recurrent unit is relatively recent development proposed by Cho et al. Similar to 

the LSTM unit, the GRU has gating units that modulate the flow of information inside the unit, 

however, without having a separate memory cells. Gated Recurrent Unit (GRU) calculates two gates 

called update and reset gates which control the flow of information through each hidden unit. Each 

hidden state at time-step t is computed using the following equations: Update gate formula,Reset gate 

formula, New memory formula, Final memory formula.The update gate is calculated from the 

current input and the hidden state of previous time step. This gate controls how much of portions of 

new memory and old memory should be combined in the final memory. Similarly the reset gate is 

calculated but with different set of weights. It controls the balance between previous memory and the 

new input information in the new memory. 
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 1.2     Machine Learning 

Machine Learning is an idea to learn from examples and experience, without being explicitly 

programmed. Instead of writing code, you feed data to the generic algorithm, and it builds logic 

based on the data given. Machine Learning is a field which is raised out of Artificial 

Intelligence(AI). Applying AI, we wanted to build better and intelligent machines. But except 

for few mere tasks such as finding the shortest path between point A and B, we were unable to 

program more complex and constantly evolving challenges. There was a realisation that the 

only way to be able to achieve this task was to let machine learn from itself. This sounds similar 

to a child learning from its self. So machine learning was developed as a new capability for 

computers. And now machine learning is present in so many segments of technology, that 

didn‘t even realise it while using it[17]. 

  Types of machine learning Algorithms 

1. Supervised learning 

2. Unsupervised Learning 

3. ReinforcementLearning 

 

1.2.1 Introduction 

Machine Learning is the most popular technique of predicting or classifying information to help people 

in making necessary decisions. Machine Learning algorithms are trained over instances or examples 

through which they learn from past experiences and analyse the historical data. Simply building models 

is not enough. You must also optimize and tune the model appropriately so that it provides you with 

accurate results. Optimization techniques involve tuning the hyperparameters to reach an optimum 

result. As it trains over the examples, again and again, it is able to identify patterns in order to make 

decisions more accurately .Whenever any new input is introduced to the ML model, it applies its 

learned patterns over the new data to make future predictions. Based on the final accuracy, one can 

optimize their models using various standardized approaches. In this way, Machine Learning model 

learns to adapt to new examples and produce better results. 
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Fig 1.1 Machine Learning vs Traditional Programming 

 

 

 

1.2.2 Supervised Learning 

Supervised learning is the most popular paradigm for machine learning. It is the easiest to 

understand and the simplest to implement. It is the task of learning a function that maps an input to an 

output based on example input-output pairs. It infers a function from labelled training data consisting of 

a set of training examples. In supervised learning, each example is a pair consisting of an input object 

(typically a vector) and a desired output value (also called the supervisory signal). A supervised learning 

algorithm analyses the training data and produces an inferred function, which can be used for mapping 

new examples. Supervised Learning is very similar to teaching a child with the given data and that data 

is in the form of examples with labels, we can feed a learning algorithm with these example-label pairs 

one by one, allowing the algorithm to predict the right answer or not. Over time, the algorithm will learn 

to approximate the exact nature of the relationship between examples and their labels. When fully 

trained, the supervised learning algorithm will be able to observe a new, never-before-seen example and 

predict a good label for it. 

Most of the practical machine learning uses supervised learning. Supervised learning is where 

you have input variable (x) and an output variable (Y) and you use an algorithm to learn the mapping 

function from the input to the output.  

                                             Y = f(x) 

The goal is to approximate the mapping function so well that when you have new input data (x) 

that you can predict the output variables (Y) for the data. It is called supervised learning because the 

process of an algorithm learning from the training dataset can be thought of as a teacher supervising the 

learning process. Supervised learning is often described as task oriented. It is highly focused on a 

singular task, feeding more and more examples to the algorithm until it can accurately perform on that 
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task. This is the learning type that you will most likely encounter, as it is exhibited in many of the 

common applications like Advertisement Popularity, Spam Classification, face recognition. 

Two types of Supervised Learning are: 

1. Regression:  

Regression models a target prediction value based on independent variables. It is mostly 

used for finding out the relationship between variables and forecasting. Regression can be used 

to estimate/ predict continuous values (Real valued output). For example, given a picture of a 

person then we have to predict the age on the basis of the given picture. 

 

2. Classification:  

Classification means to group the output into a class. If the data 

is discrete or categorical then it is a classification problem. For example, given data about the 

sizes of houses in the real estate market, making our output about whether the house “sells 

for more or less than the asking price” i.e. Classifying houses into two discrete categories. 

1.2.3 Unsupervised Learning 

Unsupervised Learning is a machine learning technique, where you do not need to supervise the 

model. Instead, you need to allow the model to work on its own to discover information. It mainly deals 

with the unlabelled data and looks for previously undetected patterns in a data set with no pre-existing 

labels and with a minimum of human supervision. In contrast to supervised learning that usually makes 

use of human-labelled data, unsupervised learning, also known as self-organization, allows for 

modelling of probability densities over inputs.  

Unsupervised machine learning algorithms infer patterns from a dataset without reference to 

known, or labelled outcomes. It is the training of machine using information that is neither classified 

nor labelled and allowing the algorithm to act on that information without guidance. Here the task of 

machine is to group unsorted information according to similarities, patterns, and differences without 

any prior training of data. Unlike supervised learning, no teacher is provided that means no training will 

be given to the machine. Therefore, machine is restricted to find the hidden structure in unlabelled data 

by our-self. For example, if we provide some pictures of dogs and cats to the machine to categorized, 

then initially the machine has no idea about the features of dogs and cats so it categorize them 

according to their similarities, patterns and differences. The Unsupervised Learning algorithms allows 

you to perform more complex processing tasks compared to supervised learning. Although, 

unsupervised learning can be more unpredictable compared with other natural learning methods. 

Unsupervised learning problems are classified into two categories of algorithms: 
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 Clustering: A clustering problem is where you want to discover the inherent groupings in the 

data, such as grouping customers by purchasing behaviour. 

 Association: An association rule learning problem is where you want to discover rules that 

describe large portions of your data, such as people that buy X also tend to buy Y. 

1.2.4 Reinforcement Learning 

Reinforcement Learning (RL) is a type of machine learning technique that enables an agent to 

learn in an interactive environment by trial and error using feedback from its own actions and 

experiences. Machine mainly learns from past experiences and tries to perform best possible solution to 

a certain problem. It is the training of machine learning models to make a sequence of decisions. 

Though both supervised and reinforcement learning use mapping between input and output, unlike 

supervised learning where the feedback provided to the agent is correct set of actions for performing a 

task, reinforcement learning uses rewards and punishments as signals for positive and negative 

behaviour. Reinforcement learning is currently the most effective way to hint machine’s creativity. 
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1.2.5 Neural Networks 

Neural Network (or Artificial Neural Network) has the ability to learn by examples. ANN is an 

information processing model inspired by the biological neuron system. ANN biologically inspired 

simulations that are performed on the computer to do a certain specific set of tasks like clustering, 

classification, pattern recognition etc. It is composed of a large number of highly interconnected 

processing elements known as the neuron to solve problems. It follows the non-linear path and process 

information in parallel throughout the nodes. A neural network is a complex adaptive system. Adaptive 

means it has the ability to change its internal structure by adjusting weights of inputs.  

Artificial Neural Networks can be best viewed as weighted directed graphs, where the nodes are 

formed by the artificial neurons and the connection between the neuron outputs and neuron inputs can 

be represented by the directed edges with weights. The ANN receives the input signal from the external 

world in the form of a pattern and image in the form of a vector. These inputs are then mathematically 

designated by the notations x(n) for every n number of inputs. Each of the input is then multiplied by its 

corresponding weights (these weights are the details used by the artificial neural networks to solve a 

certain problem). These weights typically represent the strength of the interconnection amongst neurons 

inside the artificial neural network. All the weighted inputs are summed up inside the computing unit 

(yet another artificial neuron). 

If the weighted sum equates to zero, a bias is added to make the output non-zero or else to scale 

up to the system’s response. Bias has the weight and the input to it is always equal to 1. Here the sum of 

weighted inputs can be in the range of 0 to positive infinity. To keep the response in the limits of the 

desired values, a certain threshold value is benchmarked. And then the sum of weighted inputs is passed 

through the activation function. The activation function is the set of transfer functions used to get the 

desired output of it. There are various flavours of the activation function, but mainly either linear or 

non-linear set of functions. Some of the most commonly used set of activation functions are the Binary, 

Sigmoid (linear) and Tan hyperbolic sigmoidal (non-linear) activation functions. 
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Fig 1.2 Neuron Model 

The Artificial Neural Network contains three layers 

1. Input Layer: The input layers contain those artificial neurons (termed as units) which are to 

receive input from the outside world. This is where the actual learning on the network happens or 

corresponding happens else it will process. 

2. Hidden Layer: The hidden layers are mentioned hidden in between input and the output layers. 

The only job of a hidden layer is to transform the input into something meaningful that the output 

layer/unit can use in some way. Most of the artificial neural networks are all interconnected, 

which means that each of the hidden layers is individually connected to the neurons in its input 

layer and also to its output layer leaving nothing to hang in the air. This makes it possible for a 

complete learning process and also learning occurs to the maximum when the weights inside the 

artificial neural network get updated after each iteration. 

3. Output Layer: The output layers contain units that respond to the information that is fed into the 

system and also whether it learned any task or not. 
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Fig 1.3 Basic Neural Network 

Learning process of a neural network: 

1. Start with values (often random) for the network parameters (wij weights and bj biases). 

2. Take a set of examples of input data and pass them through the network to obtain their prediction. 

3. Compare these predictions obtained with the values of expected labels and calculate the loss with 

them. 

4. Perform the backpropagation in order to propagate this loss to each and every one of the parameters 

that make up the model of the neural network. 

5. Use this propagated information to update the parameters of the neural network with the gradient 

descent in a way that the total loss is reduced, and a better model is obtained. 

6. Continue iterating in the previous steps until we consider that we have a good model.  
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1.2.6 Deep Learning 

Deep learning is a branch of machine learning which is completely based on artificial neural 

networks. Deep learning is an artificial intelligence function that imitates the workings of the human 

brain in processing data and creating patterns for use in decision making. Deep learning is a subset of 

machine learning in artificial intelligence (AI) that has networks capable of learning unsupervised from 

data that is unstructured or unlabelled. It has a greater number of hidden layers and known as deep 

neural learning or deep neural network. Deep learning has evolved hand-in-hand with the digital era, 

which has brought about an explosion of data in all forms and from every region of the world. This 

data, known simply as big data, is drawn from sources like social media, internet search engines, e-

commerce platforms, and online cinemas, among others. This enormous amount of data is readily 

accessible and can be shared through fintech applications like cloud computing. However, the data, 

which normally is unstructured, is so vast that it could take decades for humans to comprehend it and 

extract relevant information. Companies realize the incredible potential that can result from unravelling 

this wealth of information and are increasingly adapting to AI systems for automated support. Deep 

learning learns from vast amounts of unstructured data that would normally take humans decades to 

understand and process. Deep learning and utilizes a hierarchical level of artificial neural networks to 

carry out the process of machine learning. The artificial neural networks are built like the human brain, 

with neuron nodes connected like a web. While traditional programs build analysis with data in a linear 

way, the hierarchical function of deep learning systems enables machines to process data with a 

nonlinear approach. 

Deep Neural Network 

It is a neural network with a certain level of complexity (having multiple hidden layers in 

between input and output layers). They are capable of modelling and processing non-linear 

relationships. 

 1.3   Natural Language Processing 
 

Natural language processing (NLP) is the ability of a computer program to understand human 

language as it is spoken. NLP is a component of artificial intelligence (AI). The development of 

NLP applications is challenging because computers traditionally require humans to "speak" to 

them in a programming language that is precise, unambiguous and highly structured, or through 

a limited number of clearly enunciated voice commands. Human speech, however, is not always 

precise - it is often ambiguous and the linguistic structure can depend on many complex 

variables, including slang, regional dialects and social context. 

 

https://www.geeksforgeeks.org/introduction-machine-learning/
https://www.geeksforgeeks.org/tag/neural-network/
https://www.geeksforgeeks.org/tag/neural-network/
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 1.4 Motivation of the Work 

We must first understand how important this problem is to real world scenarios. Let‘s see few 

applications where a solution to this problem can be very useful. 

 Self driving cars — Automatic driving is one of the biggest challenges and if we can 

properly caption the scene around the car, it can give a boost to the self driving system. 

 Aid to the blind — We can create a product for the blind which will guide them 

travelling on the roads without the support of anyone else. We can do this by first 

converting the scene into text and then the text to voice. Both are now famous 

applications of Deep Learning. 

 CCTV cameras are everywhere today, but along with viewing the world, if we can also 

generate relevant captions, then we can raise alarms as soon as there is some malicious 

activity going on somewhere. 

 This could probably help reduce some crime and/or accidents.Automatic Captioning can 

help, make Google Image Search as good as Google Search, as then every image could 

be first converted into a caption and then search can be performed based on the caption. 

 

 

 

1.5  PROBLEM STATEMENT 

The main objective of the project is to describe the visual content in the form of text using 

image paragraph captioning by generating the textual description in terms of 4-5 sentences for 

the given input image using deep learning and Natural language processing techniques. 

1.6  ORGANIZATION OF THESIS 

The chapter 1 discusses about the introduction to the project and it tells about the tools that is 

used for developing the project. 

Remaining chapters of the report describes as follows: 

Chapter 2 describes about the literature survey, different methods for summary and existing 

methods for feature extraction. 

Chapter 3 describes about the methodology which includes the system architecture, pre-

processing steps, implementation of the project. 
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                             CHAPTER 2 LITERATURE SURVEY 

2.1 INTRODUCTION 

There are many methods which are used for image paragraph captioning.These methods aim to generate 

simple sentences for an image. 

2.2 METHODS FOR SENTENCE GENERATION 

2.2.1 Sequence Level Training with Neural Network 

It generates a syntactically and semantically correct sequence of consecutive words to form a 

sentence. Many natural language processing applications use language models to generate text. 

These models are typically trained to predict the next word in a sequence ,given the previous 

words and some context such as an image. However, at test time the model is expected to 

generate the entire sequence from scratch. This discrepancy makes generation brittle, as errors  

may accumulate along the way.We address this issue by proposing a novel sequence level 

training algorithm that directly optimizes the metric used at test time, such  as BLEU or 

ROUGE. On three different tasks, our approach outperforms several strong baselines for greedy 

generation. The method is also competitive  when these baselines employ beam search, while 

being several times faster. Lstm,Data As Demonstrated to end backpropagation are used here. 

 

 

2.2.2 Bottom up and top down for image captioning and visual answering 

question 

Problems combining image and language understanding such as image  captioning [4] and 

visual question answering (VQA) [12] continue to inspire considerable research at the boundary 

of computer vision and natural language processing. In both these tasks it is often necessary to 

perform some fine-grained visual processing, or even multiple steps of reasoning to generate 

high quality outputs. These mechanisms improve performance by learning to focus on the 

regions of the image that are salient and are currently based on deep neural network 

architectures. Top-down attention mechanism,Faster R-CNN Lstm are used to achieve this. 

2.2.3 Self-Critical Sequence Training For Image Captioning 

In this paper we consider the problem of optimizing image captioning systems using 

reinforcement learning, and show that by carefully optimizing our systems using the test 

metrics of the MSCOCO task, significant gains in performance can be realized. Our systems are 
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built using a new optimization approach that we call self-critical sequence training (SCST). 

 

 

2.2.4 Deep Visual Semantic Alignments For Generating Image Descriptions 

We present a model that generates natural language descriptions of images and their regions. 

Our approach lever-ages datasets of images and their sentence descriptions to learn about the 

inter-modal correspondences between language and visual data. Our alignment model is based 

on a novel combination of Convolutional Neural Networks over image regions, bidirectional 

Recurrent Neural Networks over sentences, and a structured objective that aligns the two 

modalities through a multimodal embedding. This model provides state of the art performance 

on image-sentence ranking experiments. This describes a Multimodal RNN architecture that 

generates descriptions of visual data. 

 

 

2.2.5 Recurrent Topic Transition GAN For Visual Paragraph Generation 

A natural image usually conveys rich semantic content and can be viewed from different angles. 

Existing image description methods are largely restricted by smallsets of biased visual 

paragraph annotations, and fail to cover rich underlying semantics. This paper investigates a 

semi-supervised paragraph generative framework that is able to synthesize diverse and 

semantically coherent paragraph descriptions by reasoning over local semantic regions and 

exploiting linguistic knowledge.Sentence Discriminator,TopicTransition Discriminator, 

Adversarial Training Scheme methods are used for desired results. 

 

 

2.2.6 Every Picture Tells A Story: Generating Sentences From Images 

For most pictures, humans can prepare a concise description in the form of a sentence relatively 

easily. Such descriptions might identify the most interesting objects, what they are doing, and 

where this is happening. These descriptions are rich, because they are in sentence form. This 

paper investigates methods to generate short descriptive sentences from images. 

  2.2.7  Long Term RCNs for Visual Recognition And Description 

Recognition and description of images and videos is a fundamental challenge of computer 

vision. Dramatic progress has been achieved by supervised convolutional neural network 

(CNN) models on image recognition tasks ,and a number of extensions to process video have 
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been recently proposed. Ideally, a video model should allow processing of variable length input 

sequences, and also provide for variable length outputs, including generation of full-length 

sentence descriptions. 

 

 

2.2.8 Understanding And Generating Image Descriptions 

It presents a system to automatically generate natural language descriptions from images. The 

system is very effective at producing relevant sentences for images. It also generates 

descriptions that are notably more true to the specific image content. It automatically mines and 

parses large text collections to obtain statistical models for visually descriptive language. 

 

 

2.2.9 Re-evaluating automatic metrics for image captioning 

We provide an in-depth evaluation of the existing image captioning metrics through a series of 

carefully designed experiments. Moreover, we explore the utilization of the recently proposed 

Word Mover‘s Distance (WMD) document metric for the purpose of image captioning. 

 

 

2.2.10 Show and tell: A neural image caption generator 

We present a generative model based on a deep recurrent architecture that combines recent 

advances in computer vision and machine translation and that can be used to generate natural 

sentences describing an image. The model is trained to maximize the likelihood of the target 

description sentence given the training image. 

 

2.2.11 Discriminability objective for training descriptive captions 

We propose a way to improve this aspect of caption generation. By incorporating into the 

captioning training objective a loss component directly related to ability (by a machine) to 

disambiguate image/caption matches, we obtain systems that produce much more 

discriminative caption, according to human evaluation. 

 

 



14 
 

CHAPTER 3 METHODOLOGY 

3.1 SYSTEM ARCHITECTURE 

 

Fig 3.1 System Architecture 

In this project Visual Genome dataset is used which consists of 24,000,00 lakh images. Data 

preprocessing is done on these images which splits the dataset into train, test and validate sets. 

Algorithm  Steps 

Step 1: Download the Visual Genome Dataset and perform preprocessing. 

Step 2: Download spacy English tokenizer and convert the text into tokens. 

Step 3: Extract image features using an object detector named LSTM. 

Step 4: Features are generated from Tokenization on which LSTM is trained and it generates the 

captions. 

Step 5: A paragraph is generated by combining all the captions. 

 

 

Describing an image is the problem of generating a human-readable textual description of an image, 

such as a photograph of an object or scene. 

The problem is sometimes called “automatic image annotation” or “image tagging.” 

It is an easy problem for a human, but very challenging for a machine. 
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 3.2 PROPOSED SYSTEM  

 3.2.1 PROPOSED SYSTEM 

      Goal of image paragraph captioning is to generate descriptions from an image.This uses a 

hierarchial approach for text generation.Firstly,the objects in the image are detected and a caption 

related to that object is generated.Then combine the captions to get the output. 

Tokenization  is  the first module in this work where character streams are divided into tokens which is 

used in data(paragraph) preprocessing.It is the act of breaking up a sequence of strings into pieces such 

as words,keywords,phrases,symbols and other elements called tokens.The tokens are stored in a afile 

and used when needed[15]. 

 

 

 

 

  
 

 

 

 

 

 

 

 

 

 

                                             

                                           

 

 

                                           Fig 3.2 Proposed System Architecture 
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Data preprocessing is the process of refining data from duplicates and getting the purest form of it.Here 

data are images which  needs to be refined and are stored in the dataset.The dataset is splitted into three 

parts-train,test,validate files which consists of 14575,2489,2487 image numbers which are the indices 

of images in dataset. 

Object identification[4,13] is the second module in this work where objects are detected to make the 

task of researcher easy. This is performed using LSTM Model.Fig. 1 shows the flow of execution. 

Initially an image is uploaded. In the first step activities in the image are detected .Then the extracted 

features are fed to LSTM where a word related to the object feature is obtained and a sentence is 

generated.Later,it goes to the Intermediate stage where several sentences  are formed and a paragraph is 

given as an output. 

Sentence Generation is the third module in this work.The words are generated by recognizing the 

obects in the object feature and taking tokens from the file names as Captions.Each word is added to the 

previously generated word which makes a sentence. 

Paragraph is the final module in this work.The generated sentences are arranged orderly one after the 

other which gives a good meaning.Therefore,desired output is obtained. 

 

3.2.2 PRE-PROCESSING STEP  

3.2.2.1 Data Preprocessing — Images 

Images are nothing but input (X) to our model. As you may already know that any input to a model 

must be given in the form of a vector. 

We need to convert every image into a fixed sized vector which can then be fed as input to the neural 

network. For this purpose, we opt for transfer learning by using the InceptionV3 model 

(Convolutional Neural Network) created by Google Research. 

This model was trained on Visual Genome Corpus dataset to perform image classification on 1000 

different classes of images. However, our purpose here is not to classify the image but just get fixed-

length informative vector for each image. This process is called automatic feature engineering. 

3.2.2.2 Data Preprocessing — Captions 

We must note that captions are something that we want to predict. So during the training period, 

captions will be the target variables (Y) that the model is learning to predict. 
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But the prediction of the entire caption, given the image does not happen at once. We will predict the 

caption word by word. Thus, we need to encode each word into a fixed sized vector. 

Dictionaries namely “wordtoix” (pronounced — word to index) and “ixtoword” (pronounced — index 

to word).                                                    

 

3.2.2.3 Data Preparation using Generator Function 

Let’s take the first image vector Image_1 and its corresponding caption “startseq the black cat sat on 

grass endseq”. Recall that, Image vector is the input and the caption is what we need to predict. But the 

way we predict the caption is as follows:                                                                                                                                                                                                                

For the first time, we provide the image vector and the first word as input and try to predict the second 

word, i.e.: 

Input = Image_1 + ‘startseq’; Output = ‘the’ 

Then we provide image vector and the first two words as input and try to predict the third word, i.e.: 

Input = Image_1 + ‘startseq the’; Output = ‘cat’ 

And so on… 

Thus, we can summarize the data matrix for one image and its corresponding caption as follows: 

 

 

 

             Table 3.2.2.3: Data points corresponding to one image and its caption. 
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3.2.3 Statistical Algorithm 

The LSTM (Long Short Term Memory) layer is nothing but a specialized Recurrent Neural Network 

to process the sequence input (partial captions in our case). 

3.3 LSTM 

It is discovered by Hochhreiter and Schmidhuber. .It is similar to RNN.It is majorly used for passing 

information from one cell to another cell and outputs a whole word.It consists of three gates,they are-an 

input gate,an output gate and a forget gate.The input gate receives a value and passes it to other 

cells.The forget gate is used for telling which extent the value is used further which is known by is past 

experiences.The output gate is used for getting all the values and producing  the output as a word.It can 

also process a sequence of data such as video or speech but not just image.The equations of LSTM are: 

   

 

 

                                                           it= σ (xtUi + ht-1Wi)                                                                                     (1) 

                                                           ft= σ (xtUf + ht-1Wf)                                                                                     (2) 

                                                           ot= σ (xtUo+ ht-1Wo)                                                                                    (3) 

                                                           Ct=tanh(xtUg +ht-1Wg)                                                                                 (4) 

                                                           Ct= σ (ft*Ct-1
 + it*Ct)                                                                                    (5) 

                                                           ht= tanh (Ct
 )* ot                                                                                                                                         (6) 

 

 

Long short-term memory (LSTM) is an artificial recurrent neural network(RNN) architecture used in 

the field of deep learning. LSTM has feedback connections. It can not only process single data points 

(such as images), but also entire sequences of data (such as speech or video). A common LSTM unit is 

composed of a cell,an input gate, an output gate and a forget gate. The cell remembers values over 

arbitrary time intervals and the three gates regulate the flow of information into and out of the cell.  

 LSTM networks are well-suited to classifying, processing and making predictions based on time series 

data.                                                                        
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Input_1 -> Partial Caption 

Input_2 -> Image feature vector 

Output -> An appropriate word, next in the sequence of partial caption provided in the input_1 (or in 

probability terms we say conditioned on image vector and the partial caption) how to test (infer) the 

model by passing in new images, i.e. how to  generate a caption for a new test image is as follows: 

Recall that in the example where we saw how to prepare the data, we used only first two images and 

their captions. Now let’s use the third image and try to understand how we would like the caption to be 

generated. 

The third image vector and caption were as follows: 

 

 

 

 

                           

                                                                   Fig 3.3.1:LSTM Architecture 
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                                                    Fig 3.3.2:Test image 

Caption -> the black cat is walking on grass .Also the vocabulary in the example was: 

vocab = {black, cat, endseq, grass, is, on, road, sat, startseq, the, walking, white}                                                                                                         

 

We will generate the caption iteratively, one word at a time as follows: 

Iteration 1: 

Input: Image vector + “startseq” (as partial caption) 

Expected Output word: “the” 

(You should now understand the importance of the token ‘startseq’ which is used as the initial partial 

caption for any image during inference). 

But wait, the model generates a 12-long vector(in the sample example while 

1652-long vector in the original example) which is a probability distribution    across all the words in 

the vocabulary. For this reason we greedily select the word with the maximum probability, given the 

feature vector and partial caption. 

If the model is trained well, we must expect the probability for the word “the” to be maximum: 

This is called as Maximum Likelihood Estimation (MLE) i.e. we select that word which is most 

likely according to the model for the given input. And sometimes this method is also called as Greedy 

Search, as we greedily select the word with maximum probability. 
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                                                   Fig 3.3.3:iteration 1 

Iteration 2: 

Input: Image vector + “startseq the” 

Expected Output word: “black” 

 

 

                                      Fig 3.3.4:iteration 2 

 

 

Iteration 3: 

Input: Image vector + “startseq the black” 

Expected Output word: “cat” 
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                               Fig 3.3.5:iteration 3 

Iteration 4: 

Input: Image vector + “startseq the black cat” 

Expected Output word: “is” 

 

 

                                         Fig 3.3.6:Iteration 4 

Iteration 5: 

Input: Image vector + “startseq the black cat is” 

Expected Output word: “walking” 
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                                         Fig 3.3.7:iteration 5 

 

Iteration 6: 

Input: Image vector + “startseq the black cat is walking” 

Expected Output word: “on” 

 

 

                                          Fig 3.3.8: iteration 7 

 

 

Iteration 7: 

Input: Image vector + “startseq the black cat is walking on” 

Expected Output word: “grass” 
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                                   Fig 3.3.9: iteration 7 

 

Iteration 8: 

Input: Image vector + “startseq the black cat is walking on grass” 

Expected Output word: “endseq” 

 

 

                                          Fig3.3.10:iteration 8 

 

This is where it stops the iterations. 

So it stops when either of the below two conditions is met: 

 It encounters an ‘endseq’ token which means the model thinks that this is the end of the caption. 

(You should now understand the importance of the ‘endseq’ token) 

 It reaches a maximum threshold of the number of words generated by the model. 
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3.4 DATASET 

 

Visual Genome is a dataset, a knowledge base, an ongoing effort to connect structured image 

concepts to language.It consists of 108,077 Images, 5.4 Million Region Descriptions, 1.7 

Million Visual Question Answers, 3.8 Million Object Instances, 2.8 Million 

Attributes,2.3Million Relationships. Everything mapped to Wordnet Synsets. 

 

 

 

 

 

 

                                            Fig 3.4:Example of  Dataset 

An example image from the Visual Genome dataset with its region descriptions, QA, objects, 

attributes, and relationships canonicalized. The large text boxes are WordNet synsets 

referenced by this image. For example, the carriage is mapped to carriage.n.02: a vehicle with 

wheels drawn by one or more horses. We do not show the bounding boxes for the objects in 

order to allow readers to see the image clearly. We also only show a subset of the scene graph 

for this image to avoid cluttering the figure. 
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    CHAPTER 4  EXPERIMENTAL ANALYSIS AND RESULTS 

 

4.1  Software Requirements 

 Programming language: PYTON Operating 

system:Windows Front end: Html 

Tools: Anaconda Navigator /TensorFlow 

4.1.1 Introduction to Python 

 

Python is an interpreted, high-level, general-purpose programming language. Created by Guido 

van Rossum and first released in 1991, Python's design philosophy emphasizes code readability 

with its notable use of significant whitespace. Its language constructs and object-oriented 

approach aim to help programmers write clear, logical code for small and large-scale projects. 

 

4.1.2 Packages in java 

Packages are namespaces which contain multiple packages and modules themselves.They are 

simply directories,but with a twist.Each package in Python is a directory which must contain a 

special file called init.py.  

4.2 Hardware requirements 

Processor: Intel Multicore processor (i3 or i5) 

RAM: 4GB or above 

       Hard disk: 100 GB or above 

4.2.1 User Interface         

The user have to give an image. 

 

4.2.2 Hardware Interface: 

 MONITOR: The output is displayed on the monitor screen 

4.2.3 Software Interface: 

 Python is used as a programming language which will support the      machine 

learning algorithm for predicting accuracy. 

https://en.m.wikipedia.org/wiki/Interpreted_language
https://en.m.wikipedia.org/wiki/High-level_programming_language
https://en.m.wikipedia.org/wiki/General-purpose_programming_language
https://en.m.wikipedia.org/wiki/General-purpose_programming_language
https://en.m.wikipedia.org/wiki/Guido_van_Rossum
https://en.m.wikipedia.org/wiki/Guido_van_Rossum
https://en.m.wikipedia.org/wiki/Code_readability
https://en.m.wikipedia.org/wiki/Code_readability
https://en.m.wikipedia.org/wiki/Off-side_rule
https://en.m.wikipedia.org/wiki/Off-side_rule
https://en.m.wikipedia.org/wiki/Object-oriented_programming
https://en.m.wikipedia.org/wiki/Object-oriented_programming
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4.3 SAMPLE INPUT 

                                           Fig 4.3: Input 

                                  

4.4 EXPECTED OUTPUT 

Two people are sitting on the bench.The elephant is sitting on the dirt .The man is sitting on the 

top of the elephant.The woman is wearing white shirt .The man is wearing a black shirt. There 

is a tree behind the elephant.There are trees on the ground. There are trees in the background. 

 

 

 

4.5 SAMPLE CODE 

 

from  future  import 

print_function import sys, os 

import json 

# Caption data directory 

data = &quot;C:/Users/jyoshna/Documents/image-paragraph-captioning- 

master/data/captions/&quot; 

# Files 

example_json = os.path.join(data, &#39;captions_val2014.json&#39;) para_json 

= os.path.join(data, &#39;paragraphs_v1.json&#39;) train_split = 
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os.path.join(data, &#39;train_split.json&#39;) 

val_split = os.path.join(data, &#39;val_split.json&#39;) test_split 

= os.path.join(data, &#39;test_split.json&#39;) # Output files 

(should be coco-caption directory) 

coco_captions = &quot;C:/Users/jyoshna/Documents/image- 

paragraph- captioning- 

master/coco-caption/annotations/&quot; 

train_outfile = 

os.path.join(coco_captions, 

&#39;para_captions_train.json&#39;) 

val_outfile = os.path.join(coco_captions, &#39;para_captions_val.json&#39;) test_outfile = 

os.path.join(coco_captions, &#39;para_captions_test.json&#39;) assert 

os.path.exists(coco_captions) 

# Load data 

example_json = json.load(open(example_json)) 

para_json = json.load(open(para_json)) 

train_split = json.load(open(train_split)) 

val_split = json.load(open(val_split) 

test_split = json.load(open(test_split)) 

# Next, we tokenize the paragraphs and reformat them to a JSON file # with the 

format expected by coco-captions 

train = { &#39;images&#39;: [], 

&#39;annotations&#39;: [], 

&#39;info&#39;: {&#39;description&#39;: &#39;Visual genome paragraph dataset (train 

split)&#39;}, 

&#39;type&#39;: &#39;captions&#39;, 

&#39;licenses&#39;: &#39;http://creativecommons.org/licenses/by/4.0/&#39;, 

} 

 

 

val = { &#39;images&#39;: [], 

&#39;annotations&#39;: [], 

http://creativecommons.org/licenses/by/4.0/%26#39%3B
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&#39;info&#39;: {&#39;description&#39;: &#39;Visual genome paragraph dataset (val 

split)&#39;}, 

&#39;type&#39;: &#39;captions&#39;, 

&#39;licenses&#39;: &#39;http://creativecommons.org/licenses/by/4.0/&#39;, 

} 

test = { &#39;images&#39;: [], 

&#39;annotations&#39;: [], 

&#39;info&#39;: {&#39;description&#39;: &#39;Visual genome paragraph dataset (test 

split)&#39;}, 

&#39;type&#39;: &#39;captions&#39;, 

&#39;licenses&#39;: &#39;http://creativecommons.org/licenses/by/4.0/&#39;, 

} 

# Loop over image 

unique_ids = [] 

for imgid, item in enumerate(para_json): 

# Log progress 

if imgid % 1000 == 0: print(&#39;{}/{}&#39;.format(imgid, 

len(para_json))) # Extract info 

url = item[&#39;url&#39;] # original url 

filename = item[&#39;url&#39;].split(&#39;/&#39;)[-1] # filename also is: 

str(item[&#39;image_id&#39;]) + &#39;.jpg&#39; 

id = item[&#39;image_id&#39;] # visual genome image id (filename) 

 

 

raw_paragraph = item[&#39;paragraph&#39;] 

split = train if id in train_split else (val if id in val_split else test) # Skip 

duplicate paragraph captions 

if id in unique_ids: continue else: 

unique_ids.append(id) # 

Extract image info image 

http://creativecommons.org/licenses/by/4.0/%26#39%3B
http://creativecommons.org/licenses/by/4.0/%26#39%3B
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= { 

&#39;url&#39;: item[&#39;url&#39;], 

&#39;file_name&#39;: filename, 

&#39;id&#39;: id, 

} 

# Extract caption info 

annotation = { 

&#39;image_id&#39;: id, 

&#39;id&#39;: imgid, 

 

&#39;caption&#39;: 

raw_paragraph.replace(u&#39;\u00e9&#39;, &#39;e&#39;) # There is a single validation 

caption with the word &#39;Cafe&#39; w/ accent 

} 

# Store info split[&#39;images&#39;].append(image) 

split[&#39;annotations&#39;].append(annotation) 

print(&#39;Finished converting to coco-captions format.&#39;) 

print(&#39;There are {} duplicate captions.&#39;.format(len(para_json) 

- len(unique_ids))) 

print(&#39;The {} split contains {} images and 

{} annotations&#39;.format(&#39;train&#39;, 

len(train[&#39;images&#39;]), len(train[&#39;annotations&#39;]))) print(&#39;The

 {} split contains {} images and 

{} annotations&#39;.format(&#39;val&#39;, len(val[&#39;images&#39;]), 

len(val[&#39;annotations&#39;]))) 

print(&#39;The {} split contains {} images and 

{} annotations&#39;.format(&#39;test&#39;, 

len(test[&#39;images&#39;]), len(test[&#39;annotations&#39;]))) # Save 

files 

for split, fname in [(train, train_outfile), (val, val_outfile), (test, test_outfile)]: 
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with open(fname, &#39;w&#39;) as f: 

json.dump(split, f) 

 

Prepro_Labels.py: 

 

 

from  future  import absolute_import 

from  future  import division 

from  future  import print_function 

 

import os import 

json import 

argparse 

from random import shuffle, seed 

import string 

 

import h5py 

import numpy as np 

import torch 

import torchvision.models as models import 

skimage.io 

from PIL import Image 

 

def build_vocab(imgs, params): 

count_thr = params['word_count_threshold'] 

 

# count up the number of words counts = {} 

for img in imgs: 

for sent in img['sentences']: 

for w in sent['tokens']: 

counts[w] = counts.get(w, 0) + 1 

cw = sorted([(count,w) for w,count in counts.items()], reverse=True) print('top words 

and their counts:') 

print('\n'.join(map(str,cw[:20]))) 
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# print some stats 

total_words = sum(counts.values()) print('total 

words:', total_words) 

bad_words = [w for w,n in counts.items() if n <= count_thr] vocab = [w 

for w,n in counts.items() if n > count_thr] bad_count = sum(counts[w] 

for w in bad_words) 

print('number of bad words: %d/%d = %.2f%%' % (len(bad_words), 

len(counts), len(bad_words)*100.0/len(counts))) 

print('number of words in vocab would be %d' % (len(vocab), )) print('number of 

UNKs: %d/%d = %.2f%%' % (bad_count, total_words, 

bad_count*100.0/total_words)) 

 

# lets look at the distribution of lengths as well sent_lengths = {} 

for img in imgs: 

for sent in img['sentences']: 

txt = sent['tokens'] 

nw = len(txt) 

sent_lengths[nw] = sent_lengths.get(nw, 0) + 1 max_len = 

max(sent_lengths.keys()) 

print('max length sentence in raw data: ', max_len) print('sentence length 

distribution (count, number of words):') sum_len = 

sum(sent_lengths.values()) 

for i in range(max_len+1): 

print('%2d: %10d %f%%' % (i, sent_lengths.get(i,0), 

sent_lengths.get(i,0)*100.0/sum_len)) 

 

# lets now produce the final annotations if 

bad_count > 0: 

# additional special UNK token we will use below to map infrequent words to print('inserting the 

special UNK token') 

vocab.append('UNK') 

 

for img in imgs: 

img['final_captions'] = [] for 
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sent in img['sentences']: 

txt = sent['tokens'] 

caption = [w if counts.get(w,0) > count_thr else 'UNK' for w in txt] 

img['final_captions'].append(caption) 

 

return vocab 

 

def encode_captions(imgs, params, wtoi): 

""" 

encode all captions into one large array, which will be 1-indexed. also produces 

label_start_ix and label_end_ix which store 1-indexed and inclusive (Lua-style) 

pointers to the first and last caption for each image in the dataset. 

""" 

max_length = params['max_length'] N = 

len(imgs) 

M = sum(len(img['final_captions']) for img in imgs) # total number of captions 

 

label_arrays = [] 

label_start_ix = np.zeros(N, dtype='uint32') # note: these will be one-indexed label_end_ix = 

np.zeros(N, dtype='uint32') 

label_length = np.zeros(M, dtype='uint32') 

caption_counter = 0 

counter = 1 

for i,img in enumerate(imgs): 

n = len(img['final_captions']) 

assert n > 0, 'error: some image has no captions' 

 

Li = np.zeros((n, max_length), dtype='uint32') for j,s 

in enumerate(img['final_captions']): 

label_length[caption_counter] = min(max_length, len(s)) # record the length of this 

sequence 

caption_counter += 1 for 

k,w in enumerate(s): 

if k < max_length: 

Li[j,k] = wtoi[w] 
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# note: word indices are 1-indexed, and captions are padded with zeros label_arrays.append(Li) 

label_start_ix[i] = counter 

label_end_ix[i] = counter + n - 1 

 

counter += n 

 

L = np.concatenate(label_arrays, axis=0) # put all the labels together assert 

L.shape[0] == M, 'lengths don\'t match? that\'s weird' 

assert np.all(label_length > 0), 'error: some caption had no words?' 

 

print('encoded captions to array of size ', L.shape) return L, 

label_start_ix, label_end_ix, label_length 

 

def main(params): 

 

imgs = json.load(open(params['input_json'], 'r')) imgs = 

imgs['images'] 

 

# remove 2 entries for which we do not have images 

imgs = [x for x in imgs if x['id'] not in [2346046, 2341671]] 

# make reproducible seed(123) 

 

# create the vocab 

vocab = build_vocab(imgs, params) 

itow = {i+1:w for i,w in enumerate(vocab)} # a 1-indexed vocab translation table 

wtoi = {w:i+1 for i,w in enumerate(vocab)} # inverse table 

 

# encode captions in large arrays, ready to ship to hdf5 file 

L, label_start_ix, label_end_ix, label_length = encode_captions(imgs, params, wtoi) 

 

# create output h5 file N 

= len(imgs) 

f_lb = h5py.File(params['output_h5']+'_label.h5', "w") f_lb.create_dataset("labels", 

dtype='uint32', data=L) f_lb.create_dataset("label_start_ix", dtype='uint32', 
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data=label_start_ix) f_lb.create_dataset("label_end_ix", dtype='uint32', 

data=label_end_ix) f_lb.create_dataset("label_length", dtype='uint32', 

data=label_length) f_lb.close() 

 

# create output json file out = 

{} 

out['ix_to_word'] = itow # encode the (1-indexed) vocab out['images'] = 

[] 

for i,img in enumerate(imgs): 

 

jimg = {} 

jimg['split'] = img['split'] 

if 'filename' in img: jimg['file_path'] = os.path.join(img['filepath'], img['filename']) # copy 

it over, might need 

if 'cocoid' in img: jimg['id'] = img['cocoid'] # copy over & mantain an id, if present (e.g. 

coco ids, useful) 

 

if params['images_root'] != '': 

with Image.open(os.path.join(params['images_root'], img['filepath'], img['filename'])) as _img: 

jimg['width'], jimg['height'] = _img.size 

out['images'].append(jimg) 

json.dump(out, open(params['output_json'], 'w')) print('wrote ', 

params['output_json']) 

if __name  == "  main  ": 

parser = argparse.ArgumentParser() # 

input json 

parser.add_argument('--input_json', required=True, help='input json file to 

process into hdf5') 

parser.add_argument('--output_json', default='data.json', help='output json file') 

parser.add_argument('--output_h5', default='data', help='output h5 file') 

parser.add_argument('--images_root', default='', help='root location in which images are 

stored, to be prepended to file_path in input json') 

 

# options 

parser.add_argument('--max_length', default=175, type=int, help='max length of a caption, in 
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number of words. captions longer than this get clipped.') parser.add_argument('--

word_count_threshold', default=4, type=int, help='only words that occur more than this number 

of times will be put in vocab') 

 

args = parser.parse_args() 

params = vars(args) # convert to ordinary dict 

print('parsed input parameters:') 

print(json.dumps(params, indent = 2)) main(params) 

 

 

 

 

Prepro_Captions.py: 

 

from  future  import print_function 

import sys, os 

import json 

data = '../data/captions/' 

 

# Files 

example_json = os.path.join(data, 'captions_val2014.json') 

para_json = os.path.join(data, 'paragraphs_v1.json') train_split = 

os.path.join(data, 'train_split.json') 

val_split = os.path.join(data, 'val_split.json') test_split = 

os.path.join(data, 'test_split.json') 

 

#Output files (should be coco-caption directory) 

coco_captions = "C:/Users/jyoshna/Documents/image-paragraph-captioning- 

master/coco-caption/annotations/" 

train_outfile = os.path.join(coco_captions, 'para_captions_train.json') val_outfile 

= os.path.join(coco_captions, 'para_captions_val.json') test_outfile = 

os.path.join(coco_captions, 'para_captions_test.json') 
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assert os.path.exists(coco_captions) 

 

# Load data 

example_json = json.load(open(example_json)) 

para_json = json.load(open(para_json)) train_split = 

json.load(open(train_split)) val_split = 

json.load(open(val_split)) 

test_split = json.load(open(test_split)) 

 

# Next, we tokenize the paragraphs and reformat them to a JSON file # with the 

format expected by coco-captions 

train = { 'images': 

[], 

'annotations': [], 

'info': {'description': 'Visual genome paragraph dataset (train split)'}, 'type': 

'captions', 

'licenses': 'http://creativecommons.org/licenses/by/4.0/', 

} 

 

val = { 

'images': [], 

'annotations': [], 

'info': {'description': 'Visual genome paragraph dataset (val split)'}, 'type': 'captions', 

'licenses': 'http://creativecommons.org/licenses/by/4.0/', 

} 

 

test = { 

'images': [], 

'annotations': [], 

'info': {'description': 'Visual genome paragraph dataset (test split)'}, 'type': 'captions', 

'licenses': 'http://creativecommons.org/licenses/by/4.0/', 

} 

 

# Loop over images 

http://creativecommons.org/licenses/by/4.0/%27
http://creativecommons.org/licenses/by/4.0/%27
http://creativecommons.org/licenses/by/4.0/%27
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unique_ids = [] 

for imgid, item in enumerate(para_json): 

 

# Log progress 

if imgid % 1000 == 0: print('{}/{}'.format(imgid, 

len(para_json))) 

 

# Extract info 

url = item['url'] # original url 

filename = item['url'].split('/')[-1] # filename also is: str(item['image_id']) 

+ '.jpg' 

id = item['image_id'] # visual genome image id (filename) 

raw_paragraph = item['paragraph'] 

split = train if id in train_split else (val if id in val_split else test) 

 

# Skip duplicate paragraph captions if id 

in unique_ids: 

continue 

else: 

unique_ids.append(id) # 

Extract image info image = 

{ 

'url': item['url'], 'file_name': 

filename, 'id': id, 

} 

 

# Extract caption info 

annotation = { 

'image_id': id, 'id': 

imgid, 

'caption': raw_paragraph.replace(u'\u00e9', 'e') # There is a single validation caption with the 

word 'Cafe' w/ accent 

} 

 

# Store info split['images'].append(image) 
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split['annotations'].append(annotation) 

 

print('Finished converting to coco-captions format.') 

print('There are {} duplicate captions.'.format(len(para_json) - len(unique_ids))) print('The {} 

split contains {} images and {} annotations'.format('train', len(train['images']), 

len(train['annotations']))) 

print('The {} split contains {} images and {} annotations'.format('val', len(val['images']), 

len(val['annotations']))) 

print('The {} split contains {} images and {} annotations'.format('test', len(test['images']), 

len(test['annotations']))) 

 

# Save files 

     for split, fname in [(train, train_outfile), (val, val_outfile), (test, test_outfile)]: 

 

  with open(fname, 'w') as f: 

json.dump(split, f) 

 

 

 

Prepro_Text.py: 

 

from  future  import print_function 

import sys, os 

import json 

import spacy 

spacy_en =spacy.load( 'en_core_web_sm') data = 

'../data/captions/' 

 

example_json = os.path.join(data, 'captions_val2014.json') 

para_json = os.path.join(data, 'paragraphs_v1.json') train_split = 

os.path.join(data, 'train_split.json') 

val_split = os.path.join(data, 'val_split.json') test_split = 

os.path.join(data, 'test_split.json') 
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example_json = json.load(open(example_json)) 

para_json = json.load(open(para_json)) train_split = 

json.load(open(train_split)) val_split = 

json.load(open(val_split)) 

test_split = json.load(open(test_split)) 

 

# Helper function to get train/val/test split def 

get_split(id): 

if id in train_split: 

return 'train' 

elif id in val_split: 

return 'val' 

elif id in test_split: 

return 'test' 

else: 

raise Exception('id not found in train/val/test') 

 

# Tokenize the paragraphs and reformat them to a JSON file # with the 

same format as the Karpathy JSON file 

 

def tokenize_and_reformat(para_json): 

images = [] 

unique_ids = [] 

 

for imgid, item in enumerate(para_json): 

 

# Log 

if imgid % 1000 == 0: print('{}/{}'.format(imgid, 

len(para_json))) 

 

 

 

 

'.jpg' 



41 
 

# 

Extract 

info 

url

 

= 

item['ur

l']

 # original url 

filename = item['url'].split('/')[-1] # filename also is: str(item['image_id']) + id = 

item['image_id'] # visual genome image id (filename) 

# Skip duplicate paragraph captions if id in 

unique_ids: 

continue else: 

unique_ids.append(id) 

 

# Extract paragraph and split into sentences 

raw_paragraph = item['paragraph'] raw_sentences = 

[sent.string.strip() for sent in 

spacy_en(raw_paragraph).sents] # split paragraphs 

 

# Tokenize paragraph and sentences 

tokenized_paragraph = [tok.text for tok in 

spacy_en.tokenizer(raw_paragraph) if tok.text not in [' ', ' ']] sentences = 

[sent.capitalize() for sent in raw_sentences] 

 

# Write info in coco_json format image = {} 

image['url'] = url 

image['filepath'] = '' 

image['sentids']   = [id] 

image['filename'] = filename 

image['imgid']   = imgid 

image['split']  = get_split(id) 

image['cocoid']    = id 

image['id'] = id 

 

 

dict) 

# This is an array for compatibility, but it always holds exactly 1 item (a 

 

# because we have 1 ground truth paragraph. This array hold the entire 
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paragraph, 

     # not split into sentences. image['sentences'] = [{}] 

 

image['sentences'][0]['tokens'] = tokenized_paragraph 

image['sentences'][0]['raw']  = raw_paragraph 

image['sentences'][0]['imgid'] = imgid 

image['sentences'][0]['sentid'] = id 

image['sentences'][0]['id'] = id 

images.append(image) 

 

paragraph_json = { 

'images': images, 

'dataset': 'para' 

} 

 

print('Finished tokenizing paragraphs.') 

print('There are {} duplicate captions.'.format(len(para_json) - 

len(unique_ids))) 

print('The dataset contains {} images and annotations'.format(len(paragraph_json['images']))) 

 

return paragraph_json 

if __name  == '  main  ': 

print('This will take a couple of minutes.') paragraph_json = 

tokenize_and_reformat(para_json) outfile = os.path.join(data, 

'para_karpathy_format.json') with open(outfile, 'w') as f: 

json.dump(paragraph_json, f) 

 

 

Parse_json: 

 

import os 

import json 
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import pickle 

 

paragraph_json_file = open('./data/paragraphs_v1.json').read() 

paragraph = json.loads(paragraph_json_file) 

 

img2paragraph = {} 

 

for each_img in paragraph: image_id = 

each_img['image_id'] 

each_paragraph = each_img['paragraph'] sentences = 

each_paragraph.split('. ') 

if '' in sentences: sentences.remove('') 

 

img2paragraph[image_id] = [len(sentences), sentences] 

 

for key, para in img2paragraph.items(): print (key, 

para) 

 

with open('img2paragraph', 'wb') as f: 

cPickle.dump(img2paragraph, f) 

 

 

Caption.py: 

 

 

%matplotlib inline 

from pycocotools.coco import COCO 

from pycocoevalcap.eval import COCOEvalCap import 

matplotlib.pyplot as plt 

import skimage.io as io 

import pylab 

pylab.rcParams['figure.figsize'] = (10.0, 8.0) 
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import json 

from json import encoder 

encoder.FLOAT_REPR = lambda o: format(o, '.3f') 

 

# set up file names and pathes 

dataDir='.' dataType='val2014' 

algName = 'fakecap' annFile='%s/annotations/captions_%s.json'%(dataDir,dataType) 

subtypes=['results', 'evalImgs', 'eval'] 

[resFile, evalImgsFile, evalFile]= \ 

['%s/results/captions_%s_%s_%s.json'%(dataDir,dataType,algName,subtype) for subtype in 

subtypes] 

 

 

# create coco object and cocoRes object coco 

= COCO(annFile) 

cocoRes = coco.loadRes(resFile) 

 

# create cocoEval object by taking coco and cocoRes 

cocoEval = COCOEvalCap(coco, cocoRes) 

 

# evaluate on a subset of images by setting 

# cocoEval.params['image_id'] = cocoRes.getImgIds() 

# please remove this line when evaluating the full validation set 

 

cocoEval.params['image_id'] = cocoRes.getImgIds() 

 

# evaluate results 

# SPICE will take a few minutes the first time, but speeds up due to caching 

cocoEval.evaluate() 
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# print output evaluation scores 

for metric, score in cocoEval.eval.items(): 

print('%s: %.3f'%(metric, score)) 

 

# demo how to use evalImgs to retrieve low score result 

evals = [eva for eva in cocoEval.evalImgs if eva['CIDEr']<30] 

print('ground truth captions') 

imgId = evals[0]['image_id'] 

annIds = coco.getAnnIds(imgIds=imgId) anns = 

coco.loadAnns(annIds) coco.showAnns(anns) 

 

print('\n') 

print('generated caption (CIDEr score %0.1f)'%(evals[0]['CIDEr'])) annIds = 

cocoRes.getAnnIds(imgIds=imgId) 

anns = cocoRes.loadAnns(annIds) 

coco.showAnns(anns) 

 

img = coco.loadImgs(imgId)[0] 

I = io.imread('%s/images/%s/%s'%(dataDir,dataType,img['file_name'])) plt.imshow(I) 

plt.axis('off') 

plt.show() 

 

# plot score histogram 

ciderScores = [eva['CIDEr'] for eva in cocoEval.evalImgs] 

plt.hist(ciderScores) 

plt.title('Histogram of CIDEr Scores', fontsize=20) 

plt.xlabel('CIDEr score', fontsize=20) plt.ylabel('result 

counts', fontsize=20) 

plt.show() 

 

# save evaluation results to ./results folder 

json.dump(cocoEval.evalImgs, open(evalImgsFile, 'w')) 

json.dump(cocoEval.eval, open(evalFile, 'w')) 
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   4.6  SCREENSHOTS 

 

Prepro_captions.py output 

 

 

 

 

 

 

 

 

                                                    Fig 4.6.1:Processing images 

    Prepro_text.py output 
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                                                    Fig 4.6.2:Clearing Duplicates 

 

Parse-json output 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

                                                                        Fig 4.6.3:Getting Paragraph 

 

 

 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

 

                                                                          Fig 4.6.4:Tokenization
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OUTPUT 

 

 
 

                                         Fig 4.6.5:Generating Captions
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4.7    EXPERIMENTAL ANALYSIS/TESTING 

4.7.1 BLEU 

 

BLEU is a quality metric score for MT systems that attempts to measure the 

correspondence between a machine translation output and a human translation. 

The central idea behind BLEU is that the closer a machine translation is to a 

professional human translation, the better it is. 

BLEU scores only reflect how a system performs on the specific set of source 

sentences and the translations selected for the test. As the selected translation 

for each segment may not be the only correct one, it is often possible to score 

good translations poorly. As a result, the scores don‘t always reflect the actual 

potential performance of a system, especially on content that differs from the 

specific test material. 

          

                                 Fig 4.7.1.1:BLEU Score Generation 
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                                          Fig 4.7.1.2:Evaluating BLEU 

 

  4.7.2 ROUGE 

ROUGE(Lin, 2004) is initially proposed for evaluation of summarization 

systems, and this evaluation is done via comparing overlapping n-grams, word 

sequences and word pairs. In this study, weuse ROUGE-Lversion, which 

basically measures the longest common subsequences between a pairof sentences. 

SinceROUGEmetric relies highly on recall, it favors long sentences, as also noted 

by (Vedantam et al., 2015). 

                                 Fig 4.7.2: Graph On Rouge 
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4.7.3 CIDEr 

CIDEr(Consensus-based Image Description Evaluation). This metric measures 

the similarity of a generated sentence against a set of ground truth sentences 

written by humans. This metric shows high agreement with consensus as 

assessed by humans. 

A novel paradigm is proposed for evaluating image descriptions that uses  

human consensus. This paradigm consists of three main parts: a new triplet- 

based method of collecting human annotations to measure consensus, a new 

automated metric (CIDEr) that captures consensus, and two new datasets: 

PASCAL-50S and ABSTRACT-50S that contain 50 sentences describing each 

image. This simple metric captures human judgment of consensus better than 

existing metrics across sentences generated by various sources. This also 

evaluates five state-of-the-art image description approaches using this new 

protocol and provide a benchmark for future comparisons. A version of CIDEr 

named CIDEr-D is available as a part of MS COCO evaluation server to enable 

systematic evaluation and benchmarking. 

 

 

 

                                                   

                                                 Fig 4.7.3:Graph comparing metrics 
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 4.7.4  ACCURACY 

We employ the human consensus scores while evaluating the accuracies .In 

particular, for evaluation, a triplet of descriptions, one reference and two 

candidate descriptions, is shown to human subjects and they are asked to 

determine the candidate description that is more similar to the reference. A metric 

is ac-curate if it provides a higher score to the description chosen by the human 

subject as being more similar to the reference caption 

 

4.7.5 TESTING 

 

 

                          
                                                                          

                                                               Figure 4.7.5.1:Testing Image 1 

Paragraph:There are five horses running on the road.The horses are running one by one 

in a line. The sky is blue and cloudy. The horses are white and brown in colour. A poles 

are present at a far distance from horses. 

            

             

 

                                                                  



54 
 

                                                                   Figure 4.7.5.2:Testing Image 2 

Paragraph:There is a girl and a person stand on the grass.A person wear a black shirt and 

black pant keep black glasses hold umbrella.A yellow dress girl have a white shoes with a 

cap.A long trees are there behind the two persons. 

            

 

 

 

 

SENTENCES BLEU CIDER ROUGE METEOR 

S1 0.579 0.600 0.396 0.195 

S2 0.404 0.658 0.274 0.256 

S3 0.279 0.599 0.400 0.172 

S4 0.191 0.677 0.450 0.137 

Table 4.7.5.1:Experiment Result: The sentences generated are evaluated under different 

metrics with respect to a reference sentence by calculating similarity of every word. 

                                                                              
 

 

 

             Metrics LSTM Model GRU RNN 

             BLEU 0.579 0.473 0.525 

             CIDER 0.600 0.598 0.600 

             ROUGE 0.396 0.333 0.354 

             METEOR 0.195 0.188 0.190 

 

Table 4.7.5.2: Different methods are performed against different evaluation 

metrics.LSTM is better than other methods[6]. 
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         CHAPTER 5 CONCLUSION AND FUTURE WORK 

This paper mainly focuses on paragraph captioning based on research papers.Different 

Captioning metrics are used for evaluation of the sentences generated by the system.The 

scores tells about the accuracy of the words obtained.Different methods are compared 

which tells the efficiency of the LSTM method to be 80%.This provides best results on 

Visual Genome Dataset.The output generated can have few limitations i.e,the paragraph 

can contain upto 500 words or 4-5 lines.Hence,this paper provides a clear view of how a 

paragraph is generated from an image.The scope of the paper is limited to LSTM 

approach only.In future,the scope of the work can be extended so that the system can be 

more efficiently used by all the researchers. 

 In future,the scope of the work can be extended so that the system can be more 

efficiently used by all the researchers. 
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Abstract

Recent progress on image captioning has made it possible
to generate novel sentences describing images in natural
language, but compressing an image into a single sentence
can describe visual content in only coarse detail. While one
new captioning approach, dense captioning, can potentially
describe images in finer levels of detail by captioning many
regions within an image, it in turn is unable to produce a
coherent story for an image. In this paper we overcome these
limitations by generating entire paragraphs for describing
images, which can tell detailed, unified stories. We develop
a model that decomposes both images and paragraphs into
their constituent parts, detecting semantic regions in images
and using a hierarchical recurrent neural network to reason
about language. Linguistic analysis confirms the complexity
of the paragraph generation task, and thorough experiments
on a new dataset of image and paragraph pairs demonstrate
the effectiveness of our approach.

1. Introduction
Vision is the primary sensory modality for human percep-

tion, and language is our most powerful tool for communi-
cating with the world. Building systems that can simultane-
ously understand visual stimuli and describe them in natural
language is therefore a core problem in both computer vi-
sion and artificial intelligence as a whole. With the advent
of large datasets pairing images with natural language de-
scriptions [20, 34, 10, 16] it has recently become possible to
generate novel sentences describing images [4, 6, 12, 22, 30].
While the success of these methods is encouraging, they all
share one key limitation: detail. By only describing images
with a single high-level sentence, there is a fundamental
upper-bound on the quantity and quality of information ap-
proaches can produce.

One recent alternative to sentence-level captioning is the
task of dense captioning [11], which overcomes this limita-
tion by detecting many regions of interest in an image and
describing each with a short phrase. By extending the task
of object detection to include natural language description,

1) A girl is eating donuts with a boy in a restaurant

2) A boy and girl sitting at a table with doughnuts.

3) Two kids sitting a coffee shop eating some frosted donuts 

4) Two children sitting at a table eating donuts.

5) Two children eat doughnuts at a restaurant table.

Sentences

Paragraph
Two children are sitting at a table in a restaurant. The 
children are one little girl and one little boy. The little girl is 
eating a pink frosted donut with white icing lines on top of it. 
The girl has blonde hair and is wearing a green jacket with a 
black long sleeve shirt underneath. The little boy is wearing a 
black zip up jacket and is holding his finger to his lip but is 
not eating. A metal napkin dispenser is in between them at 
the table. The wall next to them is white brick. Two adults are 
on the other side of the short white brick wall. The room has 
white circular lights on the ceiling and a large window in the 
front of the restaurant. It is daylight outside.

Figure 1. Paragraphs are longer, more informative, and more
linguistically complex than sentence-level captions. Here we show
an image with its sentence-level captions from MS COCO [20]
(top) and the paragraph used in this work (bottom).

dense captioning describes images in considerably more de-
tail than standard image captioning. However, this comes at
a cost: descriptions generated for dense captioning are not
coherent, i.e. they do not form a cohesive whole describing
the entire image.

In this paper we address the shortcomings of both tra-
ditional image captioning and the recently-proposed dense
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image captioning by introducing the task of generating para-
graphs that richly describe images (Fig. 1). Paragraph gen-
eration combines the strengths of these tasks but does not
suffer from their weaknesses – like traditional captioning,
paragraphs give a coherent natural language description for
images, but like dense captioning, they can do so in fine-
grained detail.

Generating paragraphs for images is challenging, requir-
ing both fine-grained image understanding and long-term
language reasoning. To overcome these challenges, we pro-
pose a model that decomposes images and paragraphs into
their constituent parts: We break images into semantically
meaningful pieces by detecting objects and other regions of
interest, and we reason about language with a hierarchical
recurrent neural network, decomposing paragraphs into their
corresponding sentences. In addition, we also demonstrate
for the first time the ability to transfer visual and linguistic
knowledge from large-scale region captioning [16], which
we show has the ability to improve paragraph generation.

To validate our method, we collected a dataset of image
and paragraph pairs, which complements the whole-image
and region-level annotations of MS COCO [20] and Visual
Genome [16]. To validate the complexity of the paragraph
generation task, we performed a linguistic analysis of our
collected paragraphs, comparing them to sentence-level im-
age captioning. We compare our approach with numerous
baselines, showcasing the benefits of hierarchical modeling
for generating descriptive paragraphs.

The rest of this paper is organized as follows: Sec. 2
overviews related work in image captioning and hierarchical
RNNs, Sec. 3 introduces the paragraph generation task, de-
scribes our newly-collected dataset, and performs a simple
linguistic analysis on it, Sec. 4 details our model for para-
graph generation, Sec. 5 contains experiments, and Sec. 6
concludes with discussion.

2. Related Work
Image Captioning Building connections between visual
and textual data has been a longstanding goal in computer
vision. One line of work treats the problem as a ranking task,
using images to retrieve relevant captions from a database
and vice-versa [8, 10, 13]. Due to the compositional nature
of language, it is unlikely that any database will contain
all possible image captions; therefore another line of work
focuses on generating captions directly. Early work uses
handwritten templates to generate language [17] while more
recent methods train recurrent neural network language mod-
els conditioned on image features [4, 6, 12, 22, 30, 33] and
sample from them to generate text. Similar methods have
also been applied to generate captions for videos [6, 32, 35].

A handful of approaches to image captioning reason not
only about whole images but also image regions. Xu et
al. [31] generate captions using a recurrent network with

attention, so that the model produces a distribution over im-
age regions for each word. In contrast to their work, which
uses a coarse grid as image regions, we use semantically
meaningful regions of interest. Karpathy and Fei-Fei [12]
use a ranking loss to align image regions with sentence frag-
ments but do not do generation with the model. Johnson et
al. [11] introdue the task of dense captioning, which detects
and describes regions of interest, but these descriptions are
independent and do not form a coherent whole.

There has also been some pioneering work on video cap-
tioning with multiple sentences [27]. While videos are a
natural candidate for multi-sentence description generation,
image captioning cannot leverage strong temporal dependen-
cies, adding extra challenge.

Hierarchical Recurrent Networks In order to generate
a paragraph description, a model must reason about long-
term linguistic structures spanning multiple sentences. Due
to vanishing gradients, recurrent neural networks trained
with stochastic gradient descent often struggle to learn long-
term dependencies. Alternative recurrent architectures such
as long-short term memory (LSTM) [9] help alleviate this
problem through a gating mechanism that improves gradient
flow. Another solution is a hierarchical recurrent network,
where the architecture is designed such that different parts
of the model operate on different time scales.

Early work applied hierarchical recurrent networks to
simple algorithmic problems [7]. The Clockwork RNN [15]
uses a related technique for audio signal generation, spoken
word classification, and handwriting recognition; a similar
hierarchical architecture was also used in [2] for speech
recognition. In these approaches, each recurrent unit is up-
dated on a fixed schedule: some units are updated on every
timestep, while other units might be updated every other
or every fourth timestep. This type of hierarchy helps re-
duce the vanishing gradient problem, but the hierarchy of the
model does not directly reflect the hierarchy of the output
sequence.

More related to our work are hierarchical architectures
that directly mirror the hierarchy of language. Li et al. [18]
introduce a hierarchical autoencoder, and Lin et al. [19]
use different recurrent units to model sentences and words.
Most similar to our work is Yu et al. [35], who generate
multi-sentence descriptions for cooking videos using a dif-
ferent hierarchical model. Due to the less constrained non-
temporal setting in our work, our method has to learn in
a much more generic fashion and has been made simpler
as a result, relying more on learning the interplay between
sentences. Additionally, our method reasons about semantic
regions in images, which both enables the transfer of infor-
mation from these regions and leads to more interpretability
in generation.



Sentences
COCO [20]

Paragraphs
Ours

Description Length 11.30 67.50
Sentence Length 11.30 11.91

Diversity 19.01 70.49
Nouns 33.45% 25.81%

Adjectives 27.23% 27.64%
Verbs 10.72% 15.21%

Pronouns 1.23% 2.45%

Table 1. Statistics of paragraph descriptions, compared with
sentence-level captions used in prior work. Description and
sentence lengths are represented by the number of tokens
present, diversity is the inverse of the average CIDEr score
between sentences of the same image, and part of speech
distributions are aggregated from Penn Treebank [23] part of
speech tags.

3. Paragraphs are Different
To what extent does describing images with paragraphs

differ from sentence-level captioning? To answer this ques-
tion, we collected a novel dataset of paragraph annota-
tions, comparised of 19,551 MS COCO [20] and Visual
Genome [16] images, where each image has been annotated
with a paragraph description. Annotations were collected
on Amazon Mechanical Turk, using U.S. workers with at
least 5,000 accepted HITs and an acceptance rate of 98% or
greater1, and were additionally subject to automatic and man-
ual spot checks on quality. Fig. 1 demonstrates an example,
comparing our collected paragraph with the five correspond-
ing sentence-level captions from MS COCO. Though it is
clear that the paragraph is longer and more descriptive than
any one sentence, we note further that a single paragraph can
be more detailed than all five sentence captions, even when
combined. This occurs because of redundancy in sentence-
level captions – while each caption might use slightly differ-
ent words to describe the image, since all sentence captions
have the goal of describing the image as a whole, they are
fundamentally limited in terms of both diversity and their
total information.

We quantify these observations along with various other
statistics of language in Tab. 1. For example, we find that
each paragraph is roughly six times as long as the average
sentence caption, and the individual sentences in each para-
graph are of comparable length as sentence-level captions.
To examine the issue of sentence diversity, we compute the
average CIDEr [29] similarity between COCO sentences for
each image and between the individual sentences in each
collected paragraph, defining the final diversity score as 100
minus the average CIDEr similarity. Viewed through this
metric, the difference in diversity is striking – sentences

1Available at http://cs.stanford.edu/people/
ranjaykrishna/im2p/index.html

within paragraphs are substantially more diverse than sen-
tence captions, with a diversity score of 70.49 compared to
only 19.01. This quantifiable evidence demonstrates that sen-
tences in paragraphs provide significantly more information
about images.

Diving deeper, we performed a simple linguistic analysis
on COCO sentences and our collected paragraphs, com-
prised of annotating each word with a part of speech tag
from Penn Treebank via Stanford CoreNLP [21] and aggre-
gating parts of speech into higher-level linguistic categories.
A few common parts of speech are given in Tab. 1. As a
proportion, paragraphs have somewhat more verbs and pro-
nouns, a comparable frequency of adjectives, and somewhat
fewer nouns. Given the nature of paragraphs, this makes
sense – longer descriptions go beyond the presence of a few
salient objects and include information about their properties
and relationships. We also note but do not quantify that para-
graphs exhibit higher frequencies of more complex linguistic
phenomena, e.g. coreference occurring in Fig. 1, wherein
sentences refer to either “two children”, “one little girl and
one little boy”, “the girl”, or “the boy.” We belive that these
types of long-range phenomena are a fundamental property
of descriptive paragraphs with human-like language and can-
not be adequately explored with sentence-level captions.

4. Method
Overview Our model takes an image as input, generating
a natural-language paragraph describing it, and is designed
to take advantage of the compositional structure of both
images and paragraphs. Fig. 2 provides an overview. We
first decompose the input image by detecting objects and
other regions of interest, then aggregate features across these
regions to produce a pooled representation richly expressing
the image semantics. This feature vector is taken as input
by a hierarchical recurrent neural network composed of two
levels: a sentence RNN and a word RNN. The sentence RNN
receives the image features, decides how many sentences to
generate in the resulting paragraph, and produces an input
topic vector for each sentence. Given this topic vector, the
word RNN generates the words of a single sentence. We
also show how to transfer knowledge from a dense image
captioning [11] task to our model for paragraph generation.

4.1. Region Detector

The region detector receives an input image of size
3×H×W , detects regions of interest, and produces a feature
vector of dimension D = 4096 for each region. Our region
detector follows [26, 11]; we provide a summary here for
completeness: The image is resized so that its longest edge
is 720 pixels, and is then passed through a convolutional
network initialized from the 16-layer VGG network [28].
The resulting feature map is processed by a region proposal
network [26], which regresses from a set of anchors to pro-

http://cs.stanford.edu/people/ranjaykrishna/im2p/index.html
http://cs.stanford.edu/people/ranjaykrishna/im2p/index.html
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Figure 2. Overview of our model. Given an image (left), a region detector (comprising a convolutional network and a region proposal
network) detects regions of interest and produces features for each. Region features are projected to RP , pooled to give a compact image
representation, and passed to a hierarchical recurrent neural network language model comprising a sentence RNN and a word RNN. The
sentence RNN determines the number of sentences to generate based on the halting distribution pi and also generates sentence topic vectors,
which are consumed by each word RNN to generate sentences.

pose regions of interest. These regions are projected onto
the convolutional feature map, and the corresponding region
of the feature map is reshaped to a fixed size using bilinear
interpolation and processed by two fully-connected layers to
give a vector of dimension D for each region.

Given a dataset of images and ground-truth regions of
interest, the region detector can be trained in an end-to-end
fashion as in [26] for object detection and [11] for dense cap-
tioning. Since paragraph descriptions do not have annotated
groundings to regions of interest, we use a region detector
trained for dense image captioning on the Visual Genome
dataset [16], using the publicly available implementation of
[11]. This produces M = 50 detected regions.

One alternative worth noting is to use a region detector
trained strictly for object detection, rather than dense caption-
ing. Although such an approach would capture many salient
objects in an image, its paragraphs would suffer: an ideal
paragraph describes not only objects, but also scenery and
relationships, which are better captured by dense captioning
task that captures all noteworthy elements of a scene.

4.2. Region Pooling

The region detector produces a set of vectors
v1, . . . , vM ∈ RD, each describing a different region in
the input image. We wish to aggregate these vectors into
a single pooled vector vp ∈ RP that compactly describes
the content of the image. To this end, we learn a projec-
tion matrix Wpool ∈ RP×D and bias bpool ∈ RP ; the
pooled vector vp is computed by projecting each region
vector using Wpool and taking an elementwise maximum,
so that vp = maxMi=1(Wpoolvi + bpool). While alternative
approaches for representing collections of regions, such as
spatial attention [31], may also be possible, we view these as
complementary to the model proposed in this paper; further-
more we note recent work [25] which has proven max pool-
ing sufficient for representing any continuous set function,
giving motivation that max pooling does not, in principle,
sacrifice expressive power.

4.3. Hierarchical Recurrent Network

The pooled region vector vp ∈ RP is given as input
to a hierarchical neural language model composed of two
modules: a sentence RNN and a word RNN. The sentence
RNN is responsible for deciding the number of sentences S
that should be in the generated paragraph and for producing
a P -dimensional topic vector for each of these sentences.
Given a topic vector for a sentence, the word RNN generates
the words of that sentence. We adopt the standard LSTM
architecture [9] for both the word RNN and sentence RNN.

As an alternative to this hierarchical approach, one could
instead use a non-hierarchical language model to directly
generate the words of a paragraph, treating the end-of-
sentence token as another word in the vocabulary. Our hier-
archical model is advantageous because it reduces the length
of time over which the recurrent networks must reason. Our
paragraphs contain an average of 67.5 words (Tab. 1), so
a non-hierarchical approach must reason over dozens of
time steps, which is extremely difficult for language mod-
els. However, since our paragraphs contain an average of
5.7 sentences, each with an average of 11.9 words, both
the paragraph and sentence RNNs need only reason over
much shorter time-scales, making learning an appropriate
representation much more tractable.

Sentence RNN The sentence RNN is a single-layer LSTM
with hidden size H = 512 and initial hidden and cell states
set to zero. At each time step, the sentence RNN receives
the pooled region vector vp as input, and in turn produces
a sequence of hidden states h1, . . . , hS ∈ RH , one for each
sentence in the paragraph. Each hidden state hi is used in
two ways: First, a linear projection from hi and a logis-
tic classifier produce a distribution pi over the two states
{CONTINUE = 0,STOP = 1} which determine whether
the ith sentence is the last sentence in the paragraph. Second,
the hidden state hi is fed through a two-layer fully-connected
network to produce the topic vector ti ∈ RP for the ith sen-
tence of the paragraph, which is the input to the word RNN.



Word RNN The word RNN is a two-layer LSTM with
hidden size H = 512, which, given a topic vector ti ∈
RP from the sentence RNN, is responsible for generating
the words of a sentence. We follow the input formulation
of [30]: the first and second inputs to the RNN are the topic
vector and a special START token, and subsequent inputs are
learned embedding vectors for the words of the sentence. At
each timestep the hidden state of the last LSTM layer is used
to predict a distribution over the words in the vocabulary,
and a special END token signals the end of a sentence. After
each Word RNN has generated the words of their respective
sentences, these sentences are finally concatenated to form
the generated paragraph.

4.4. Training and Sampling

Training data consists of pairs (x, y), with x an image
and y a ground-truth paragraph description for that image,
where y has S sentences, the ith sentence has Ni words, and
yij is the jth word of the ith sentence. After computing
the pooled region vector vp for the image, we unroll the
sentence RNN for S timesteps, giving a distribution pi over
the {CONTINUE,STOP} states for each sentence. We feed
the sentence topic vectors to S copies of the word RNN,
unrolling the ith copy for Ni timesteps, producing distri-
butions pij over each word of each sentence. Our training
loss `(x, y) for the example (x, y) is a weighted sum of two
cross-entropy terms: a sentence loss `sent on the stopping
distribution pi, and a word loss `word on the word distribu-
tion pij :

`(x, y) =λsent

S∑
i=1

`sent(pi, I [i = S]) (1)

+λword

S∑
i=1

Ni∑
j=1

`word(pij , yij) (2)

To generate a paragraph for an image, we run the sentence
RNN forward until the stopping probability pi(STOP) ex-
ceeds a threshold TSTOP or after SMAX sentences, whichever
comes first. We then sample sentences from the word
RNN, choosing the most likely word at each timestep and
stopping after choosing the STOP token or after NMAX

words. We set the parameters TSTOP = 0.5, SMAX = 6, and
NMAX = 50 based on validation set performance.

4.5. Transfer Learning
Transfer learning has become pervasive in computer vi-

sion. For tasks such as object detection [26] and image cap-
tioning [6, 12, 30, 31], it has become standard practice not
only to process images with convolutional neural networks,
but also to initialize the weights of these networks from
weights that had been tuned for image classification, such
as the 16-layer VGG network [28]. Initializing from a pre-
trained convolutional network allows a form of knowledge

transfer from large classification datasets, and is particularly
effective on datasets of limited size. Might transfer learning
also be useful for paragraph generation?

We propose to utilize transfer learning in two ways. First,
we initialize our region detection network from a model
trained for dense image captioning [11]; although our model
is end-to-end differentiable, we keep this sub-network fixed
during training both for efficiency and also to prevent over-
fitting. Second, we initialize the word embedding vectors,
recurrent network weights, and output linear projection of
the word RNN from a language model that had been trained
on region-level captions [11], fine-tuning these parameters
during training to be better suited for the task of paragraph
generation. Parameters for tokens not present in the region
model are initialized from the parameters for the UNK to-
ken. This initialization strategy allows our model to utilize
linguistic knowledge learned on large-scale region caption
datasets [16] to produce better paragraph descriptions, and
we validate the efficacy of this strategy in our experiments.

5. Experiments
In this section we describe our paragraph generation ex-

periments on the collected data described in Sec. 3, which
we divide into 14,575 training, 2,487 validation, and 2,489
testing images.

5.1. Baselines

Sentence-Concat: To demonstrate the difference between
sentence-level and paragraph captions, this baseline samples
and concatenates five sentence captions from a model [12]
trained on MS COCO captions [20]. The first sentence uses
beam search (beam size = 2) and the rest are sampled. The
motivation for this is as follows: the image captioning model
first produces the sentence that best describes the image as
a whole, and subsequent sentences use sampling in order to
generate a diverse range of sentences, since the alternative
is to repeat the same sentence from beam search. We have
validated that this approach works better than using either
only beam search or only sampling, as the intent is to make
the strongest possible comparison at a task-level to standard
image captioning. We also note that, while Sentence-Concat
is trained on MS COCO, all images in our dataset are also in
MS COCO, and our descriptions were also written by users
on Amazon Mechanical Turk.

Image-Flat: This model uses a flat representation for both
images and language, and is equivalent to the standard image
captioning model NeuralTalk [12]. It takes the whole image
as input, and decodes into a paragraph token by token. We
use the publically available implementation of [12], which
uses the 16-layer VGG network [28] to extract CNN features
and projects them as input into an LSTM [9], training the
whole model jointly end-to-end.



METEOR CIDEr BLEU-1 BLEU-2 BLEU-3 BLEU-4
Sentence-Concat 12.05 6.82 31.11 15.10 7.56 3.98
Template 14.31 12.15 37.47 21.02 12.30 7.38
DenseCap-Concat 12.66 12.51 33.18 16.92 8.54 4.54
Image-Flat ([12]) 12.82 11.06 34.04 19.95 12.20 7.71
Regions-Flat-Scratch 13.54 11.14 37.30 21.70 13.07 8.07
Regions-Flat-Pretrained 14.23 12.13 38.32 22.90 14.17 8.97
Regions-Hierarchical (ours) 15.95 13.52 41.90 24.11 14.23 8.69
Human 19.22 28.55 42.88 25.68 15.55 9.66

Table 2. Main results for generating paragraphs. Our Region-Hierarchical method is compared with six baseline models and human
performance along six language metrics.

Template: This method represents a very different ap-
proach to generating paragraphs, similar in style to an open-
world version of more classical methods like BabyTalk [17],
which converts a structured representation of an image into
text via a handful of manually specified templates. The first
step of our template-based baseline is to detect and describe
many regions in a given target image using a pre-trained
dense captioning model [11], which produces a set of re-
gion descriptions tied with bounding boxes and detection
scores. The region descriptions are parsed into a set of sub-
jects, verbs, objects, and various modifiers according to part
of speech tagging and a handful of TokensRegex [3] rules,
which we find suffice to parse the vast majority (≥ 99%) of
the fairly simplistic and short region-level descriptions.

Each parsed word is scored by the sum of its detection
score and the log probability of the generated tokens in the
original region description. Words are then merged into a
coherent graph representing the scene, where each node com-
bines all words with the same text and overlapping bounding
boxes. Finally, text is generated using the topN = 25 scored
nodes, prioritizing subject-verb-object triples first
in generation, and representing all other nodes with existen-
tial “there is/are” statements.

DenseCap-Concat: This baseline is similar to Sentence-
Concat, but instead concatenates DenseCap [11] predictions
as separate sentences in order to form a paragraph. The intent
of analyzing this method is to disentangle two key parts of
the Template method: captioning and detection (i.e. Dense-
Cap), and heuristic recombination into paragraphs. We com-
bine the top n = 14 outputs of DenseCap to form DenseCap-
Concat’s output based on validation CIDEr+METEOR.

Other Baselines: “Regions-Flat-Scratch” uses a flat lan-
guage model for decoding and initializes it from scratch.
The language model input is the projected and pooled region-
level image features. “Regions-Flat-Pretrained” uses a pre-
trained language model. These baselines are included to
show the benefits of decomposing the image into regions
and pre-training the language model.

5.2. Implementation Details

All baseline neural language models use two layers of
LSTM [9] units with 512 dimensions. The feature pooling
dimension P is 1024, and we set λsent = 5.0 and λword =
1.0 based on validation set performance. Training is done via
stochastic gradient descent with Adam [14], implemented
in Torch. Of critical note is that model checkpoint selection
is based on the best combined METEOR and CIDEr score
on the validation set – although models tend to minimize
validation loss fairly quickly, it takes much longer training
for METEOR and CIDEr scores to stop improving.

5.3. Main Results

We present our main results at generating paragraphs
in Tab. 2, which are evaluated across six language metrics:
CIDEr [29], METEOR [5], and BLEU-{1,2,3,4} [24]. The
Sentence-Concat method performs poorly, achieving the low-
est scores across all metrics. Its lackluster performance pro-
vides further evidence of the stark differences between single-
sentence captioning and paragraph generation. Surprisingly,
the hard-coded template-based approach performs reason-
ably well, particularly on CIDEr, METEOR, and BLEU-1,
where it is competitive with some of the neural approaches.
This makes sense: the template approach is provided with
a strong prior about image content since it receives region-
level captions [11] as input, and the many expletive “there
is/are” statements it makes, though uninteresting, are safe,
resulting in decent scores. However, its relatively poor per-
formance on BLEU-3 and BLEU-4 highlights the limitation
of reasoning about regions in isolation – it is unable to pro-
duce much text relating regions to one another, and further
suffers from a lack of “connective tissue” that transforms
paragraphs from a series of disconnected thoughts into a
coherent whole. DenseCap-Concat scores worse than Tem-
plate on all metrics except CIDEr, illustrating the necessity
of Template’s caption parsing and recombination.

Image-Flat, trained on the task of paragraph generation,
outperforms Sentence-Concat, and the region-based reason-
ing of Regions-Flat-Scratch improves results further on all
metrics. Pre-training results in improvements on all met-



A red double decker bus parked in a field. A 
double decker bus that is parked at the side 
of two and a road. A blue bus in the middle 
of a grand house. A new camera including a 
pinstripe boys and red white and blue 
outside. A large blue double decker bus with 
a front of a picture with its passengers in the.

A man riding a horse drawn carriage down a 
street. Post with two men ride on the back of 
a wagon with large elephants. A man is on 
top of a horse in a wooden track. A person 
sitting on a bench with two horses in a 
street. The horse sits on a garage while he 
looks like he is traveling in.

Two giraffes standing in a fenced in area. A 
big giraffe is is reading a tree. A giraffe 
sniffing the ground with its head. A couple of 
giraffe standing next to each other. Two 
giraffes are shown behind a fence and a 
fence.

A young girl is playing with a frisbee. Man on 
a field with an orange frisbee. A woman 
holds a frisbee on a bench on a sunny day. 
A young girl is holding a green green frisbee. 
A girl throwing a frisbee in a park.

There are two buses driving in the road. There is 
a yellow bus on the road with white lines painted 
on it. It is stopped at the bus stop and a person 
is passing by it. In front of the bus there is a 
black and white bus.

A man is riding a carriage on a street. Two 
people are sitting on top of the horses. The 
carriage is made of wood. The carriage is black. 
The carriage has a white stripe down the side. 
The building in the background is a tan color.

A giraffe is standing next to a tree. There is a 
pole with some green leaves on it to the right. 
There is a white and black brick building behind 
the fence. there are a bunch of trees and 
bushes as well.

A woman in a red shirt and a black short short 
sleeve red shorts is holding a yellow frisbee. 
She is wearing a green shirt and white pants. 
She is wearing a pink shirt and short sleeve 
skirt. In her hand she is holding a white frisbee 
and a hand can be seen through it. Behind her 
are two white chairs. In the background is a 
large green and white building.

Sentence-Concat Template Regions-Hierarchical
There is a yellow and white bus, and a 
front wheel of a bus. There is a clear and 
blue sky, and a front wheel of a bus. There 
is a bus, and windows. There is a number 
on a train, and a white and red sign. There 
is a tire of a truck.

People are riding a horse, and a man in a 
white shirt is sitting on a bench. People are 
sitting on a bench, and there is a wheel of 
a bicycle. There is a building with windows, 
and an blue umbrella. There are parked 
wheels, and a wheel. There is a brick.

Giraffes are standing in a field, and there is 
a standing giraffe. Tall green trees behind 
a fence are behind a fence, and there is a 
neck of a giraffe. There is a green grass, 
and a giraffe. There is a trunk of a tree, 
and a brown fence. there is a tree trunk, 
and white letters.

A girl is holding a tennis racket, and there 
is a green and brown grass. There is a 
pink shirt on a woman, and the 
background. The woman with a hair is 
wearing blue shorts, and there are red 
flowers. There are trees, and a blue frisbee 
in an air.

Figure 3. Example paragraph generation results for our model (Regions-Hierarchical) and the Sentence-Concat and Template baselines. The
first three rows are positive results and the last row is a failure case.

rics, and our full model, Regions-Hierarchical, achieves
the highest scores among all methods on every metric ex-
cept BLEU-4. One hypothesis for the mild superiority of
Regions-Flat-Pretrained on BLEU-4 is that it is better able
to reproduce words immediately at the end and beginning of
sentences more exactly due to their non-hierarchical struc-
ture, providing a slight boost in BLEU scores.

To make these metrics more interpretable, we performed
a human evaluation by collecting an additional paragraph
for 500 randomly chosen images, with results in the last
row of Tab. 2. As expected, humans produce superior de-
scriptions to any automatic method, performing better on
all language metrics considered. Of particular note is the
large gap between humans our the best model on CIDEr and
METEOR, which are both designed to correlate well with
human judgment [29, 5].

Finally, we note that we have also tried the SPICE eval-
uation metric [1], which has shown to correlate well with
human judgements for sentence-level image captioning. Un-
fortunately, SPICE does not seem well-suited for evaluating
long paragraph descriptions – it does not handle coreference
or distinguish between different instances of the same object
category. These are reasonable design decisions for sentence-
level captioning, but is less applicable to paragraphs. In fact,
human paragraphs achieved a considerably lower SPICE
score than automated methods.

5.4. Qualitative Results

We present qualitative results from our model and the
Sentence-Concat and Template baselines in Fig. 3. Some
interesting properties of our model’s predictions include
its use of coreference in the first example (“a bus”, “it”,

“the bus”) and its ability to capture relationships between
objects in the second example. Also of note is the order in
which our model chooses to describe the image: the first
sentence tends to be fairly high level, middle sentences give
some details about scene elements mentioned earlier in the
description, and the last sentence often describes something
in the background, which other methods are not able to
capture. Anecdotally, we observed that this follows the same
order with which most humans tended to describe images.

The failure case in the last row highlights another interest-
ing phenomenon: even though our model was wrong about
the semantics of the image, calling the girl “a woman”, it has
learned that “woman” is consistently associated with female
pronouns (“she”, “she”, “her hand”, “behind her”).

It is also worth noting the general behavior of the two
baselines. Paragraphs from Sentence-Concat tend to be repet-
itive in sentence structure and are often simply inaccurate
due to the sampling required to generate multiple sentences.
On the other hand, the Template baseline is largely accu-
rate, but has uninteresting language and lacks the ability
to determine which things are most important to describe.
In contrast, Regions-Hierarchical stays relevant and further-
more exhibits more interesting patterns of language.

5.5. Paragraph Language Analysis

To shed a quantitative light on the linguistic phenom-
ena generated, in Tab. 3 we show statistics of the language
produced by a representative spread of methods.

Our hierarchical approach generates text of similar av-
erage length and variance as human descriptions, with
Sentence-Concat and the Template approach somewhat
shorter and less varied in length. Sentence-Concat is also



Average
Length

Std. Dev.
Length Diversity Nouns Verbs Pronouns

Vocab
Size

Sentence-Concat 56.18 4.74 34.23 32.53 9.74 0.95 2993
Template 60.81 7.01 45.42 23.23 11.83 0.00 422
Regions-Hierarchical 70.47 17.67 40.95 24.77 13.53 2.13 1989
Human 67.51 25.95 69.92 25.91 14.57 2.42 4137

Table 3. Language statistics of test set predictions. Part of speech statistics are given as percentages, and diversity is calculated as in Section 3.
“Vocab Size” indicates the number of unique tokens output across the entire test set, and human numbers are calculated from ground truth.
Note that the diversity score for humans differs slightly from the score in Tab. 1, which is calculated on the entire dataset.

Two men are standing on a skateboard 
on a ramp outside on a sunny day. One 
man is wearing black pants, a white 
shirt and black pants. The man on the 
skateboard is wearing jeans. The man's 
arms are stretched out in front of him. 
The man is wearing a white shirt and 
black pants. The other man is wearing a 
white shirt and black pants.

A young girl is sitting at a 
table in a restaurant. She is 
holding a hot dog on a bun 
in her hands. The girl is 
wearing a pink shirt and has 
short hair. A little girl is 
sitting on a table.

This is an image of a baseball game. The 
batter is wearing a white uniform with black 
lettering and a red helmet. The batter is 
wearing a white uniform with black lettering 
and a red helmet. The catcher is wearing a 
red helmet and red shirt and black pants. The 
catcher is wearing a red shirt and gray pants. 
The field is brown dirt and the grass is green.

This is a sepia toned image on a 
cloudy day. There are a few white 
clouds in the sky. The tower has a 
clock on it with black numbers 
and numbers. The tower is white 
with black trim and black trim. the 
sky is blue with white clouds.

Figure 4. Examples of paragraph generation from only a few regions. Since only a small number of regions are used, this data is extremely
out of sample for the model, but it is still able to focus on the regions of interest while ignoring the rest of the image.

the least diverse method, though all automatic methods re-
main far less diverse than human sentences, indicating ample
opportunity for improvement. According to this diversity
metric, the Template approach is actually the most diverse au-
tomatic method, which may be attributed to how the method
is hard-coded to sequentially describe each region in the
scene in turn, regardless of importance or how interesting
such an output may be (see Fig. 3). While both our hier-
archical approach and the Template method produce text
with similar portions of nouns and verbs as human para-
graphs, only our approach was able to generate a reasonable
quantity of pronouns. Our hierarchical method also had a
much wider vocabulary compared to the Template approach,
though Sentence-Concat, trained on hundreds of thousands
of MS COCO [20] captions, is a bit larger.

5.6. Generating Paragraphs from Fewer Regions

As an exploratory experiment in order to highlight the
interpretability of our model, we investigate generating para-
graphs from a smaller number of regions than the M = 50
used in the rest of this work. Instead, we only give our
method access to the top few detected regions as input, with
the hope that the generated paragraph focuses only on those
particularly regions, preferring not to describe other parts of
the image. The results for a handful of images are shown in
Fig. 4. Although the input is extremely out of sample com-

pared to the training data, the results are still quite reasonable
– the model generates paragraphs describing the detected re-
gions without much mention of objects or scenery outside
of the detections. Taking the top-right image as an example,
despite a few linguistic mistakes, the paragraph generated
by our model mentions the batter, catcher, dirt, and grass,
which all appear in the top detected regions, but does not pay
heed to the pitcher or the umpire in the background.

6. Conclusion
In this paper we have introduced the task of describing

images with long, descriptive paragraphs, and presented a
hierarchical approach for generation that leverages the com-
positional structure of both images and language. We have
shown that paragraph generation is different from traditional
image captioning and have tailored our model to suit these
differences. Experimentally, we have demonstrated the ad-
vantages of our approach over traditional image captioning
methods and shown how region-level knowledge can be
effectively transferred to paragraph captioning. We have
also demonstrated the benefits of our model in interpretabil-
ity, generating descriptive paragraphs using only a subset of
image regions. We anticipate further opportunities for knowl-
edge transfer at the intersection of vision and language, and
project that visual and lingual compositionality will continue
to lie at the heart of effective paragraph generation.
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Abstract-Image Paragraph Captioning is a phenomenon that describes an image in the form of text. In recent years,  

image captioning has made it possible to get novel sentences describing images in tongue , but compressing a picture 

into one sentence can describe visual content in only coarse detail and it in turn is unable to produce a coherent story 

for an image. These limitations are overcomed  by generating entire paragraphs for describing images, which may tell 
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detailed, unified stories. We develop a model that decomposes both images and paragraphs into their constituent parts, 

detecting semantic regions in images with the help of LSTM Model and NLP technique . It is mainly used in 

applications where one needs information from any particular image in a textual format automatically. This paper 

presents the implementation of LSTM Method with additional features for a good performance.Gated Recurrent Unit 

(GRU)Method and LSTM Method are evaluated in this paper.According to the evaluation using BLEU Metrics LSTM 

is identified as the best method with 80% efficiency.This approach improves on the best results on the Visual Genome 

paragraph captioning dataset. 

 

 
Keywords – Image Paragraph Captioning,Captions,LSTM Method, GRU Method. 

 

I. INTRODUCTION 

     Image Paragraph Captioning falls under the area of deep learning and image processing where the main objective is to 

retrieve information from an image[1].In the process of  Captioning the input is an image and the output is a sequence of text 

that describes the image. The goal of Image Paragraph Captioning is to detect objects and give a detailed descriptions of the 

image.There are many approaches in Image Paragraph Captioning namely:Top-Down Mechanism,LSTM model,Hierarchial 

Policy Value Network,bottom-up paradigm to combine words with language models, encoder-decoder framework which 

encodes an image as visual features and then decodes features to a sentence.LSTM is basically divided into two 

categories:Top-down attention LSTM and Bottom-Up attention LSTM.The author used Bottom-Up attention Mechanism 

Bottom-Up attention LSTM is composed of two LSTM layers using a standard implementations[9]Few semantic regions are 

detected in an image using attention model and sentences are generated one after the other and a paragraph is generated. 

     Likewise,different methods are used for paragraph generation, they are:Long-Term Recurrent Convolutional Network: The        

input can be an image or sequence of images from a video frame.The input is given to CNN which recognizes  the activities 

in the image and a vector representation is formed and given to the LSTM model where a word is generated and a caption is 

obtained[4].Visual Paragraph Generation: This method implies to give a coherent and detailed generation of paragraph . Few 

semantic regions are detected in an image using attention model and sentences are generated one after the other and a 

paragraph is generated[14].RNN: A recurrent neural network is a neural network that is specialized for processing a sequence 

of data with time stamp index t from 1 to t.For tasks that involve sequential inputs ,such as speech and language,it is often 

better to use RNNs,In a NLP problem if you want to predict the next word in a sentence it is important to know the words 

before it[6]. 

   GRU:The gated recurrent unit is relatively recent development proposed by Cho et al. Similar to the LSTM unit, the GRU 

has gating units that modulate the flow of information inside the unit, however, without having a separate memory cells. 

Gated Recurrent Unit (GRU) calculates two gates called update and reset gates which control the flow of information through 

each hidden unit. Each hidden state at time-step t is computed using the following equations: Update gate formula,Reset gate 

formula, New memory formula, Final memory formula.The update gate is calculated from the current input and the hidden 

state of previous time step. This gate controls how much of portions of new memory and old memory should be combined in 

the final memory. Similarly the reset gate is calculated but with different set of weights. It controls the balance between 

previous memory and the new input information in the new memory. 

 

         The rest of paper is organized as follows: Section 2 describes the proposed algorithm related on Image Paragraph 

Captioning.Section 3 presents the experiment analysis and results followed by conclusion in section 4.  
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II. PROPOSED ALGORITHM 

2.1 Long-Short term Memory Model- 

 

 
Figure 1:LSTM Architecture-The arrow mark indicates data copy, the box indicates layer and the circle indicates 

pointwise operation. 

 

 

 

 

It is discovered by Hochhreiter and Schmidhuber. .It is similar to RNN.It is majorly used for passing information 

from one cell to another cell and outputs a whole word.It consists of three gates,they are-an input gate,an output gate 

and a forget gate.The input gate receives a value and passes it to other cells.The forget gate is used for telling which 

extent the value is used further which is known by is past experiences.The output gate is used for getting all the 

values and producing  the output as a word.It can also process a sequence of data such as video or speech but not 

just image.The equations of LSTM are: 

   

 

 

                                                                it= σ (xtUi + ht-1Wi)                                                                                     (1) 

                                                                ft= σ (xtUf + ht-1Wf)                                                                                     (2) 

                                                                ot= σ (xtUo+ ht-1Wo)                                                                                    (3) 

                                                                Ct=tanh(xtUg +ht-1Wg)                                                                                 (4) 

                                                                Ct= σ (ft*Ct-1
 + it*Ct)                                                                                    (5) 

                                                                 ht= tanh (Ct
 )* ot                                                                                                                                         (6) 

 

 

  

2.2  System Architecture – 

Tokenization  is  the first module in this work where character streams are divided into tokens which is used in 

data(paragraph) preprocessing.It is the act of breaking up a sequence of strings into pieces such as 

words,keywords,phrases,symbols and other elements called tokens.The tokens are stored in a afile and used when 

needed[15]. 
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                                                                                 Figure 2: System Architecture 

Data preprocessing is the process of refining data from duplicates and getting the purest form of it.Here data are 

images which  needs to be refined and are stored in the dataset.The dataset is splitted into three parts-

train,test,validate files which consists of 14575,2489,2487 image numbers which are the indices of images in 

dataset. 

Object identification[4,13] is the second module in this work where objects are detected to make the task of 

researcher easy. This is performed using LSTM Model.Fig. 1 shows the flow of execution. Initially an image is 

uploaded. In the first step activities in the image are detected .Then the extracted features are fed to LSTM where a 

word related to the object feature is obtained and a sentence is generated.Later,it goes to the Intermediate stage 

where several sentences  are formed and a paragraph is given as an output. 

Sentence Generation is the third module in this work.The words are generated by recognizing the obects in the 

object feature and taking tokens from the file names as Captions.Each word is added to the previously generated 

word which makes a sentence. 

Paragraph is the final module in this work.The generated sentences are arranged orderly one after the other which 

gives a good meaning.Therefore,desired output is obtained. 

 

III. EXPERIMENT AND RESULT 

Initially selected image is uploaded and the objects in it are identified. Later, a desired output i.e, a paragraph is 

generated. Each sentence in the paragraph is  compared with a given reference sentence. And again each word in the 

actual sentence is compared with every word in the reference sentence. If both the sentences got matched the BLEU 

score is 1, otherwise 0. So, the BLEU score always exists between 0-1. the sentence scores for the given document 

are calculated[7]as follows. 

                                                                              N 

                                         BLEU=BP.exp(∑(wlog(pn)))                                                                                 (7) 

                                                                             n=1 
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 Next, extract the sentences of the document based on their sentence scores. ROUGE stands for Recall-Oriented 

Understudy For Gisting Evaluation.It tells about the overlapping of words between system generated captions and 

references. 

CIDER stands for Consensus Based Image Description Evaluation which is better than BLEU metric and is 

calculated as follows: 

                                         CIDEr-D(ci,Si) =N∑n=1wnCIDEr-Dn(ci,Si)                                                          (8) 

  

 

                                       
 

 

Fig 3: The graph above describes how the CIDEr scores matches with the resultcounts of each and every sentence 

generated 

 

 

 

                           
                                                                             

                                                                            Figure 3:Image 

Paragraph:There are five horses running on the road.The horses are running one by one in a line. The sky is blue and 

cloudy. The horses are white and brown in colour. A poles are present at a far distance from horses[2,14]. 
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                                                                              Figure 4:Image 

Paragraph:There is a girl and a person stand on the grass.A person wear a black shirt and black pant keep black 

glasses hold umbrella.A yellow dress girl have a white shoes with a cap.A long trees are there behind the two 

persons[1,3]. 

            

SENTENCES BLEU CIDER ROUGE METEOR 

S1 0.579 0.600 0.396 0.195 

S2 0.404 0.658 0.274 0.256 

S3 0.279 0.599 0.400 0.172 

S4 0.191 0.677 0.450 0.137 

Table 1:Experiment Result: The sentences generated are evaluated under different metrics with respect to a 

reference sentence by calculating similarity of every word. 

                                                                              

 

             Metrics LSTM Model GRU RNN 

             BLEU 0.579 0.473 0.525 

             CIDER 0.600 0.598 0.600 

             ROUGE 0.396 0.333 0.354 

             METEOR 0.195 0.188 0.190 

 

Table 2: Different methods are performed against different evaluation metrics.LSTM is better than other 

methods[6]. 

 

 

   

                                                                          IV.CONCLUSION 

 

This paper mainly focuses on paragraph captioning based on research papers.Different Captioning metrics are used 

for evaluation of the sentences generated by the system.The scores tells about the accuracy of the words 

obtained.Different methods are compared which tells the efficiency of the LSTM method to be 80%.This provides 

best results on Visual Genome Dataset.The output generated can have few limitations i.e,the paragraph can contain 

upto 500 words or 4-5 lines.Hence,this paper provides a clear view of how a paragraph is generated from an 
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image.The scope of the paper is limited to LSTM approach only.In future,the scope of the work can be extended so 

that the system can be more efficiently used by all the researchers. 
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